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Abstract 
This paper discusses a hybrid approach to a quantitative-semantic evaluation of Large 
Language Models (LLMs) in the context of Hellenic legal and political discourse. Despite the 
significant advancements in the development of LLM benchmarking procedures for English 
language data sets, the area of systematic performance assessments remains understudied 
in the case of lower resource languages, including Greek, particularly in the context of 
specific fields like statutory and parliamentary discourse. 
Seven-parameter evaluation criteria are introduced and divided into two categories: three 
jurisprudential-legal parameters (Factual Grounding, Semantic Integrity, Jurisdictional 
Isomorphism) and four sociopolitical parameters (Linguistic Accessibility, Algorithmic 
Neutrality, Linguistic Parity, Transparency). Six of the seven parameters are evaluated by an 
LLM-based judge, while the remaining seventh parameter (Linguistic Parity) is calculated by 
algorithms that perform lexical overlap analysis. 
Experimental procedure includes a bilingual Greek English data set generated from two 
corpora: statutory texts (national and European Union legislation) and parliamentary 
transcripts. Computational pipelines are written in Python using LiteLLM library and a 
Streamlit interface as a controller. Hence, it allows for controlled and reproducible 
performance of the experiment across multiple models. Evaluation will be performed 
following a strictly blind LLM-as-a-Judge procedure, and composite scores will be derived 
using a mathematical formula. Expected results should help to uncover architecture 
differences in processing Hellenic legal discourse and contribute to methodology for 
evaluating LLMs in low-resource legal languages. 
 
Keywords: Large Language Models, LLM Evaluation, Hellenic Legal Language, LLM-as-a-
Judge, Natural Language Processing, Legal Informatics, Sociopolitical Analysis, Algorithmic 
Neutrality, Multilingual Models, Low-Resource Languages 

Περίληψη 
Η παρούσα εργασία, με τίτλο «Αξιολόγηση Μεγάλων Γλωσσικών Μοντέλων για Ελληνικό 
Νομικό και Πολιτικό Κείμενο: Ένα Υβριδικό Πλαίσιο Συγκριτικής Αξιολόγησης Ποσοτικής-
Σημασιολογικής Προσέγγισης», προτείνει μια υβριδική μέθοδο για την ποσοτική-
σημασιολογική αξιολόγηση Μεγάλων Γλωσσικών Μοντέλων (LLMs) στον τομέα της ελληνικής 
νομικής και πολιτικής γλώσσας. Παρά τη σημαντική πρόοδο που έχει σημειωθεί στην 
ανάπτυξη διαδικασιών συγκριτικής αξιολόγησης (benchmarking) για δεδομένα της αγγλικής 
γλώσσας, το πεδίο της συστηματικής αξιολόγησης της απόδοσης παραμένει σε μεγάλο 
βαθμό ανεξερεύνητο για γλώσσες με περιορισμένους πόρους, όπως η ελληνική, ιδίως όταν 



Evaluating Large Language Models for Hellenic Legal and Political Text: A Hybrid 
Quantitative-Semantic Benchmarking Framework ICSD - 2026 
 

Moschos Emmanouil University of The Aegean 6 

εφαρμόζεται σε συγκεκριμένους τομείς, συμπεριλαμβανομένου του νομοθετικού και 
κοινοβουλευτικού λόγου. 
Εισάγονται επτά παράμετροι, οι οποίες κατηγοριοποιούνται σε δύο ομάδες: τρεις γλωσσικές-
νομικές παραμέτρους (Πραγματολογική Θεμελίωση, Σημασιολογική Ακεραιότητα, 
Διακριτικός Ισομορφισμός) και τέσσερις κοινωνικο-πολιτικές παραμέτρους (Γλωσσική 
Προσβασιμότητα, Αλγοριθμική Ουδετερότητα, Γλωσσική Ισότητα, Διαφάνεια). Οι έξι από τις 
επτά παραμέτρους αξιολογούνται με τη χρήση κριτηρίων που βασίζονται σε LLM, ενώ η 
έβδομη παράμετρος (Γλωσσική Ισότητα) υπολογίζεται μέσω αλγοριθμικής ανάλυσης της 
λεξιλογικής κάλυψης. Η πειραματική διαδικασία αξιοποιεί ένα δίγλωσσο σύνολο δεδομένων 
(ελληνικά-αγγλικά), το οποίο προέρχεται από δύο υποστηρικτικά σώματα κειμένων: νομικά 
κείμενα (εθνική και ευρωπαϊκή νομοθεσία) και πρακτικά κοινοβουλευτικών συνεδριάσεων. 
Έχουν υλοποιηθεί υπολογιστικές ροές εργασίας (pipelines) στην Python, με τη χρήση της 
βιβλιοθήκης LiteLLM και της διεπαφής Streamlit ως μηχανισμού ελέγχου, γεγονός που 
διευκολύνει την ελεγχόμενη και επαναλήψιμη εκτέλεση του πειράματος σε πολλαπλά 
μοντέλα. Η αξιολόγηση διεξάγεται μέσω της διαδικασίας «LLM-ως-Κριτής» (LLM-as-a-Judge) 
με αυστηρή προσέγγιση τυφλής αξιολόγησης, ενώ οι σύνθετες βαθμολογίες προκύπτουν ως 
αποτέλεσμα μαθηματικής συνάρτησης. Τα αναμενόμενα αποτελέσματα περιλαμβάνουν την 
ανάδειξη των ρυθμιστικών διαφορών κατά την επεξεργασία της ελληνικής νομικής γλώσσας 
και τη συμβολή στη μεθοδολογία αξιολόγησης LLM για νομικές γλώσσες με περιορισμένους 
πόρους. 
 
Λέξεις-κλειδιά: Μεγάλα Γλωσσικά Μοντέλα, Αξιολόγηση LLM, Ελληνική Νομική Γλώσσα, LLM-
as-a-Judge, Επεξεργασία Φυσικής Γλώσσας, Νομική Πληροφορική, Κοινωνικοπολιτική 
Ανάλυση, Αλγοριθμική Ουδετερότητα, Πολυγλωσσικά Μοντέλα, Γλώσσες Χαμηλών Πόρων 

Chapter 1: Introduction 
1.1 The Context of the Thesis 

Indeed, the process of transformation of Artificial Intelligence in general and Large Language 
Models in particular has already led to some significant changes. At the level of Natural 
Language Processing (NLP), for example, the need to analyze vast corpora, extract normative 
principles, and interpret laws accurately has moved from purely academic research 
problems to operational requirements. The latter is largely dictated by the sheer number of 
laws, judgments, and other documents related to legislation. Today's situation in the sphere 
can be characterized as a period of "hyper-regulation," when domestic laws, supranational 
directives (e.g., EU Directives), and various administrative acts constitute a very complex 
and tangled web of jurisprudence. 
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The human cognitive capacity is no longer able to cope with legal information informatics' 
current scope. As a result, the use of rather primitive heuristics of digital document searches 
and archiving can hardly provide satisfactory results anymore. The contemporary legal 
professional needs solutions able to conduct a deep search of relevant materials, 
synthesize information from multiple documents, and perform normative translations 
between different languages. From this point of view, Large Language Models appear 
promising to address this challenge. 
However, making an LLM a reliable tool for law practice remains a problem of great 
complexity, as there are many challenges associated with epistemics, architecture, and 
practical applications of NLP models. First and foremost, it is necessary to acknowledge the 
specificity of legal knowledge and data, as in commercial or artistic applications, a certain 
amount of uncertainty, random decisions, and imprecision in AI's results can be acceptable 
or even preferable. For the area of law, however, such approaches will be unacceptable and 
dangerous, because any errors made by artificial intelligence can lead to serious problems 
in legal proceedings, regulatory compliance, and justice delivery. 
In this regard, the conflict lies in the fact that LLM is a sophisticated probabilistic model 
generating outputs by calculating the most likely distribution of tokens. They lack inherent 
understanding of legal knowledge and concepts and operate through syllogisms. 
Conversely, the legal domain is strictly deterministic and rules-based, where language is 
heavily codified, and every term has rigid definitions and interpretations. Thus, words in law 
are no longer mere linguistic signs; they represent binding commitments, delegations of 
power, or boundaries of liability. 
This difference between the two systems makes an LLM's functioning vulnerable to many 
factors. Specifically, the same properties and features of large neural networks, which allow 
them to create narratives, are also capable of inventing non-existent precedents of the 
Supreme Court or imposing fictional penalties for violations — the issue widely known as 
"hallucination," but more accurately described in the legal context as algorithmic 
fabrication. 
The black-box structure of deep neural networks contradicts the requirement of 
transparency and explainability of operations of automated legal software. Thus, when using 
such a solution for drafting motions, interpreting laws, or checking the contract for risks, it is 
crucial that the reasoning path can be demonstrated and verified based on primary sources. 
Furthermore, any alterations in the meaning and interpretation of documents, including 
semantic modifications of one modal verb (e.g., from "may" to "shall"), would also violate 
the fundamental principle of legal certainty. Therefore, incorporating LLMs into legal practice 
requires a paradigm shift toward evaluating not only language fluency but also domain-
specific semantics and accuracy of outputs.  
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1.2 Purpose of the Thesis 

The primary objective of the research is to conduct an empirical assessment of the 
efficiency, security, and reliability of MLLMs in the context of their use for interpreting, 
synthesizing, and processing heterogeneous corpora of legal and political texts. Unlike 
standard, general-purpose NLP tests, the present analysis stresses state-of-the-art AI 
architecture through a real-world test in the domain of legal informatics that implies 
handling multi-jurisdictional, complex datasets within a variety of linguistic environments 
while maintaining factual and jurisprudential precision and integrity. 
Primarily, the proposed research is intended to fill in one of the critical epistemological gaps 
in existing methods of AI performance evaluation: the disparity between the established 
linguistic capabilities of current generative AI and its ability to achieve strict semantic 
equivalence. Translation of a legal document is not tantamount to the translation of literary 
and commercial texts. It necessitates careful consideration and accurate mapping of highly 
technical ideas within specific, inflexible limits of the relevant legal doctrine. In other words, 
the terminological precision is insufficient in the context of legal translation and synthesis 
since the correct term may mean something entirely different within a particular legal 
system due to distinct premises about the issue being discussed. 
Specifically, the present research focuses on the practical challenges and built-in biases of 
a generative model in processing texts associated with Continental Civil Law systems, such 
as the legal codex of Greece. Being trained mostly on English language datasets, any LLM is 
inclined to adopt the semantics of a common law jurisdiction. Hence, if the model 
processes a legal act drafted according to Greek legislation, there is a possibility of applying 
Anglo-American approaches that rely on precedent-oriented reasoning to a deductive legal 
system with strict rules and codes. Ultimately, the goal of the thesis is to empirically explore, 
measure, and evaluate the specific bias and determine the extent to which a modern MLLM 
adapts to the complexity and peculiarities of Continental Civil Law or imposes English-
language legal doctrines to Greek terminology. 
Finally, the entire research is designed based on the following fundamental inquiry: 

o How well do cutting-edge generative artificial intelligence tools interpret, synthesize, 
and deduce across complex, multi-lingual, and multi-jurisdictional sets of legal 
information without altering material facts, twisting legislative intent, and 
hallucinating the specific content? 

By answering the question mentioned, the researcher intends to expose the existing 
vulnerabilities of Artificial Intelligence tools in the domain of LegalTech. At the same time, 
the proposed research may help to create the necessary analytical and practical framework 
for the evaluation and deployment of AI.  
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1.3 The Research Gap and Proposed Solution 

1.3.1 The Epistemological and Methodological Gap (The Evaluation Crisis) 

Despite the increasing use of Large Language Models in legal settings and policymaking, the 
current epistemological framework used to evaluate the validity of these systems presents 
a substantial gap. In essence, the problem stems from the fact that the NLP community 
evaluates highly autonomous LLMs based on archaic and superficial metrics developed two 
decades ago for purposes vastly divergent from legal informatics. 
For years, artificial intelligence-generated content has been assessed in large part via "Tier 
1" lexical match metrics: ROUGE (Recall-Oriented Understudy for Gisting Evaluation), BLEU 
(Bilingual Evaluation Understudy), and F1-Score. These mathematical functions effectively 
compute similarities based on syntactic overlap of n-grams between machine text and 
human-written reference texts. However, when evaluating the legal accuracy of language 
models, there is an evident construct mismatch due to the deterministic nature of law. 
Since legacy algorithms measure the level of syntactic mimicry, rather than jurisprudential 
truthfulness, models are incentivized for keyword stuffing while failing to account for errors 
with a substantial impact on the semantics. For example, one omitted negation ("not") or 
change in the modal verb from permissional "may" to obligatory "shall" can turn an entire 
sentence's meaning in a legal context. Under a Tier 1 evaluation, an erroneous LLM text can 
receive an impressive ROUGE score based solely on the semantic equivalence of the 
legalese in question. Thus, existing metrics prove inadequate for evaluating whether the 
model makes intrinsic (contradiction within the text itself) and extrinsic (fabrication of 
nonexistent precedents) hallucinations. Relying on them creates an illusion of mathematical 
precision, resulting in the production of faulty models. 

1.3.2 The Proposed Solution: A Paradigm Shift in Legal Benchmarking 

The solution to this methodological flaw lies in changing the evaluation paradigm for 
LegalTech systems. Instead of creating another language model, this research designs, 
implements, and tests a cutting-edge multidimensional benchmarking system. The 
proposed solution requires transitioning from archaic n-gram counting methods to semantic 
protocols, adopting the contemporary LLM-as-a-Judge (Tier 2) framework. 
Under this paradigm, extremely competent and instruction-tuned foundational models are 
shifted from text generation to a deterministic evaluation function. The evaluator is provided 
with carefully designed socio-legal rubrics (parameters) and asked to evaluate the output of 
other models based on its compliance with predetermined criteria. Unlike conventional 
testing methods, the evaluator does not check only lexical equivalences but instead makes 
determinations about the legality (groundedness, lack of contradictions) and social aspects 
of the generated texts, such as linguistic accessibility for citizen-focused services and 
neutrality of algorithms. 
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To test this framework against the challenges associated with multilingualism and civil law 
jurisdiction, the evaluation will use highly specialized and diverse corpora. Specifically, 
highly formalized, deterministic legislation (EU Directives) will be contrasted with semi-
structured, spontaneous political discourse (Greek parliamentary transcripts). 

1.3.3 Operational Objectives of the Thesis 

Through filling the gap between mathematics and semantics, the goal of this thesis is to 
conduct an in-depth comparison of contemporary proprietary language APIs (GPT-4) and 
open-source models (Llama 3, Meltemi). To achieve the stated solution, this research paper 
is structured in accordance with four operational objectives: 
 
- Establishment of the Quantitative Baseline: First, quantify the initial linguistic capabilities 
of the Multilingual Large Language Models through standard Tier 1 algorithms (F1-Score, 
BLEU, ROUGE). 
- Formalization of Qualitative Pointers: Develop and implement the above-mentioned socio-
legal deterministic filters to assess the model adherence to a particular semantic standard. 
- Critical Comparative Assessment of Metrics: Critically examine the objective 
(mathematical) and subjective (qualitative) frameworks, pinpointing where the former fails 
to spot semantic inaccuracies and other violations. 
- Comparative Model Benchmarking and Synthesis: Conduct a cross-checking of all 
obtained results to create a comparative matrix that will indicate what architecture produces 
the highest composite scores in the context of safe and beneficial implementation of legal 
tech. 

1.4 Research Questions 
To provide a rigorous research framework for this investigation as well as directly addressing 
the structural weaknesses in the existing research, this study will be driven by four 
interrelated Research Questions (RQs). These RQs are designed in accordance with the four 
stages of the proposed methodology—setting up the quantitative algorithmic baseline, 
defining qualitative socio-legal filters, assessing the validity and limitations of the metrics 
used, and culminating with a comprehensive comparative benchmarking of the models. 
RQ1: The Quantitative Baseline (Algorithmic Precision and Recall) 
- What degree of effectiveness have standard objective evaluation algorithms, such as F1-
Score, BLEU, and ROUGE, in capturing the baseline linguistic capabilities of Multilingual 
Large Language Models (MLLMs) in heterogeneous sets of legal-political data? 
Aims and Scope: In this first RQ, we define the quantitative framework for our analysis. It 
assesses the ability of existing lexical metrics in measuring the basic linguistic 
competencies of MLLMs when processing formalized and strictly structured legislative texts 
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vs. unstructured (spontaneous) ones. This allows isolating the "cold hard numbers" in the 
mathematical performance of the models before applying any domain-specific criteria. 
RQ2: The Qualitative Filter (Legal and Social Pointers) 
How can the domain-specific socio-legal pointers be formalized and introduced into the 
filtering mechanism of the model outputs to expose its weaknesses that would otherwise 
remain undetected using purely lexical metrics? 
Aims and Scope: To move past the stage of simple word-matching and address the 
necessity for the contextual validation of model performance in a high-risk setting, this RQ 
creates a multi-layered analytical matrix consisting of two main layers: 

o Legal Pointers: assessing the factual accuracy, rates of hallucinations, and semantic 
equivalence (that the model adheres to the codified rules of Greek Civil Law without 
inverting the burden of proof in the generated text). 

o Social Pointers: linguistic accessibility (balancing "legalese" with comprehensibility 
to non-expert audiences), eliminating algorithmic bias and ensuring linguistic parity 
in low-resource environments (Greek vs. English comparison). 

RQ3: Algorithmic Comparative Analysis (Comparing Efficacy and Limitations) 
Applied to the domain of legal informatics, how do the objective algorithms (F1-Score, BLEU, 
ROUGE) perform relative to each other, and what specific points of disjunction can be 
observed between the results produced by these algorithms on one hand and the socio-legal 
pointer metrics on the other? 
Aims and Scope: While the previous RQ addressed the issue of the models, this one focuses 
on the metrics itself. This question seeks to uncover what advantages and disadvantages 
may be found in each of these metrics when comparing them to each other—for example, 
whether it is preferable to use F1-Score for extraction of legal entities and BLEU for 
multilingual law document translation. Additionally, the goal here is to discover the blind 
spots of these algorithms by pinpointing the situations in which they will assign 
mathematically ideal ROUGE scores despite a total failure of the model according to the 
Legal Pointer (for example, omitting a single negation that completely reverses the legal 
meaning of the text). 
RQ4: Comprehensive Benchmarking and Optimal Architectural Synthesis (Composite 
Score) 
What is the optimal MLLM architecture or hybrid configuration based on the cross-
dimensional comparative synthesis of the quantitative algorithms' scores and the qualitative 
socio-legal pointers? 
Aims and Scope: This concluding RQ leads us to the ultimate task of benchmarking the 
models. Based on the mapped performance of proprietary and open-source models in a 
unified metric evaluation system, this RQ seeks to synthesize the collected data to uncover 
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the optimal combination of MLLM architectures. Its aim is to find an ideal balance between 
the mathematical precision (RQ1) and socio-legal compliance (RQ2), thus discovering the 
safest and most effective solution for the Greek LegalTech sector. 
 
 

1.5 Structure of the Thesis 
The thesis consists of six logically ordered chapters dedicated to solving research problems 
and answering research questions. This structure is aimed at building knowledge from 
theoretical concepts to practice. 
Chapter 1  

o Introduction: This chapter defines the context of research, elaborating on the socio-
technical paradigm shift regarding artificial intelligence application in the legal field. 
Also, it will be dedicated to recognizing critical methodological and evaluation gaps 
within the current state of the problematics and introducing the thesis research goals 
and research questions. 

Chapter 2  
o Theoretical Background, State of the Art, and Parameterization: This chapter 

includes a comprehensive theoretical background and literature review. Firstly, it 
introduces essential mechanics of large language models and discusses the history 
of their development, focusing on Transformer architecture and the Attention 
mechanism. Secondly, it provides insight into the mathematical mechanisms of 
existing objective algorithms used for evaluation (F1-Score, BLEU, and ROUGE). 
Thirdly, it describes and analyzes the existing global and national ecosystems of 
LegalTech companies and evaluates popular models along with Greek language 
implementations (Meltemi and Sophea LLMs). Fourthly, it proceeds from theory to 
criteria, determining and analyzing socio-legal aspects to be used as qualitative 
parameters during evaluation of the models. 

Chapter 3 
o Experimental Methodology: The thesis proceeds from the theoretical stage of 

research parameterization to its practical phase. Chapter 3 includes a detailed 
description of the methodological aspects of the experiment. Specifically, it provides 
information on the datasets utilized in the experiment, on how prompting was done, 
and on the protocols required to carry out the "LLM-as-a-Judge" framework 
successfully. 

Chapter 4  
o System Implementation and Functionality: Chapter 4 focuses on the practical side 

of the research and describes the architecture and functionality of the developed 
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experiment. In particular, it explains the functioning of the testing environment with 
respect to processing and assessing performance of models in detail. 

Chapter 5 
o Experimental Results and Comparative Evaluation: Chapter 5 represents the core of 

the thesis and is aimed at analyzing empirical results. Here, the obtained data will be 
represented in the form of scorecards and matrices and evaluated comparatively based 
on mathematical algorithms and socio-legal parameters. Specific examples will be 
analyzed, as well as friction points between models and evaluation metrics. 

Chapter 6  
o Conclusions and Future Work: Chapter 6 concludes the thesis, providing definitive 

answers to research questions. Also, it will represent conclusions related to the 
potential of AI models to contribute to the LegalTech field in Greece and outline 
limitations and directions for future research. 

 

Chapter 2: State of the Art Analysis 
2.1 Fundamentals and Definitions 

In order to understand fully the strengths and weaknesses of AI in dealing with the legal and 
political language analysis, it is necessary to carry out an in-depth study of the theoretical 
basis of current models. In this context, it becomes relevant to define the core architecture 
of LLMs, vectorization of natural human language, and math behind the attention model. 

2.1.1 Architecture and Operation of Large Language Models (LLMs) 

Large Language Models (LLMs) represent the current peak of development within Natural 
Language Processing. These are neural networks trained on large amounts of text data and 
designed for language comprehension, generation, and manipulation tasks. The functioning 
of LLMs involves a chain of actions aimed at the transformation of text data into computable 
mathematical data 
Tokenization and the Multilingual Challenge  
Tokenization is the first step taken in the process of incorporating a legal text into a big 
language model. Although a person can easily identify a word as an integral unit of speech, 
a big language model analyzes texts in units of information called tokens, which may consist 
of complete words, parts of words, syllables, or even individual letters (Sennrich et al., 
2016). Modern approaches to tokenization, including Byte-Pair Encoding (BPE) and 
SentencePiece, build a vocabulary by concatenating characters that tend to occur together. 
However, this stage is accompanied by one major problem when dealing with multilingual 
texts of laws. As a rule, a generic language model is intended for English texts, meaning that 
there is, on average, one word per 1.2 tokens in the analyzed text. At the same time, in Greek 
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– a language with a complex morphology or limited resources, one word is divided into 
several tokens (four or five). 
From Static to Contextual Embeddings  
Once the tokenization process has taken place, there arises the need to convert the 
tokenized data to numerical forms that will be understood by the neural network. Such 
conversions take place by the use of embeddings. At the early stages of natural language 
processing, embeddings like Word2Vec and GloVe had a static nature; each word in the 
sentences was represented by a single, static vector in a multi-dimensional space (Mikolov 
et al., 2013; Pennington et al., 2014). 
The next important stage came after the introduction of transformers like BERT and GPT. The 
use of contextual embeddings suggests that each word in a sentence should be assigned 
different vectors based on the context of the sentence. For instance, the vector used to 
represent the word "article" will differ widely if it follows "law" compared to where it comes 
after "newspaper." 
Main Architectural Categories  
When looking at how LLMs utilize their training environment, we can see that there are three 
types of architectural designs: 

1. Encoder-only architectures: Examples of encoder-only architectures include BERT 
(Devlin et al., 2019) and its variations, which operate bidirectionally. They are ideally 
designed for tasks like legal document classification and Named Entity Recognition 
(NER). 

2. Decoder-only architectures: Architectures such as GPT (Brown et al., 2020) and its 
variations, GPT-3.4, which includes some elements of the LLaMA design (Touvron et 
al., 2023), belong to this group. Next-token prediction (or autoregressive) is their main 
function, and they are used for generating text. At the moment, decoder architecture 
is prevalent in the field of text generation. 

3. Encoder-decoder architecture: One example of an encoder-decoder design is T5. 
This kind of architecture is best suited to sequence-to-sequence tasks, including text 
summarization and machine translation. 

2.1.2 The Self-Attention Mechanism and the Transformer Architecture 

Sequence analysis before 2017 relied heavily on RNNs and LSTMs as deep learning 
frameworks. The core problem of using those types of networks was their inherent 
sequential nature, meaning that data had to be read one character after another, from left to 
right. That fact precluded parallel GPU execution and, most importantly, led to the vanishing 
gradient problem because, while analyzing long sentences, the network was likely to forget 
all the early context it gained because it could only process the information as it read further. 
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It was an even greater issue for legal datasets as the conclusion in some clauses depended 
on definitions given in the beginning of the document. 
It all changed dramatically following the introduction of "Attention is All You Need" (Vaswani 
et al., 2017) and the Transformer framework, in which all recurrence had been replaced by 
the Self-Attention module. 
 
Mathematical Foundation of Scaled Dot-Product Attention 
Attention mechanism allows the model to calculate, mathematically, the correlation 
(attention weights) between each word and all other words of the sequence simultaneously. 
In practice, the first transformation of each token (represented by the input matrix 𝑋) 
happens by multiplying it with three different weight matrices: 𝑊𝑄, 𝑊𝐾, and 𝑊𝑉. This results 
in three separate output matrices: 

𝑄 = 𝑋𝑊𝑄 
In these equations, 𝑄, 𝐾, and 𝑉represent the Query, Key, and Value matrices.  
The main mathematical operation performed in this case is applied to the matrices Query 
𝑄and Transposed Key 𝐾𝑇. The dot product operation is utilized to measure how well the 
words of the query correspond to those of the keys. Afterward, the obtained dot product is 

normalized by the constant value of 1

√𝑑𝑘
, where 𝑑𝑘represents the size of the key. This 

normalization helps ensure the consistency of the magnitude of values while avoiding 
gradient vanishing during backpropagation. Afterward, the obtained values undergo a 
transformation via a softmax function. As a result, we obtain the attention weights that are 
applied to the Value matrix 𝑉: 

Attention(𝑄, 𝐾, 𝑉) = softmax (
𝑄𝐾𝑇

√𝑑𝑘

) 𝑉 

 
Thus, the proposed attention mechanism allows for increasing the importance assigned to 
relevant legal subjects regardless of their distance within the text. This algorithm ensures 
that, during the generation of the output vector, the model will assign a high weight to the 
appropriate legal subject, even if the related words are separated by hundreds of tokens in 
the document. 
Multi-Head Attention 
To enable a thorough analysis in multiple semantic levels, a necessary aspect for legal 
interpretation, the model is not restricted to one attention method. Instead, Multi-Head 
Attention is used. Each matrix 𝑄, 𝐾, and 𝑉is projected linearly into low-dimensional spaces 
ℎnumber of times. 
The calculation of each head is done using: 
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head𝑖 = Attention(𝑄𝑊𝑖
𝑄 , 𝐾𝑊𝑖

𝐾 , 𝑉𝑊𝑖
𝑉) 

 
Following this, concatenation and scaling through 𝑊𝑂takes place: 

MultiHead(𝑄, 𝐾, 𝑉) = Concat(head1, … , headℎ)𝑊𝑂  
 
In relation to legal analysis, the use of this structure allows for multiple attention heads to 
focus on different things at once (e.g., focusing on syntax with one head and another on 
finding time phrases or legal entities). 
Positional Encoding 
Since there are no serial dependencies among matrix operations in the Attention module, 
there is no intrinsic awareness of the order of words in the model. This problem has been 
solved by Vaswani et al. (2017) through Positional Encoding, whereby a constant vector 
depending on the position is added to each word’s input embedding. The Positional 
Encoding values are calculated using sine and cosine functions at different frequencies: 

𝑃𝐸(𝑝𝑜𝑠,2𝑖) = sin (
𝑝𝑜𝑠

10, 0002𝑖/𝑑𝑚𝑜𝑑𝑒𝑙
) 

 
In these equations, 𝑝𝑜𝑠 is the position of the word in the sequence, 𝑖 is the dimension, and 
𝑑𝑚𝑜𝑑𝑒𝑙 is the total size of the embedding. This allows the model to understand the relative 
position of words without needing to process them one by one. 
The Problem of Computational Complexity 
The primary limitation of using transformers in the processing of large legal data sets is the 
high computational complexity involved. The reason for this lies in the need to compute 
𝑄𝐾𝑇, an operation that requires computation on all token pairs within the sequence. This 
means that computational complexity and memory requirements increase quadratically 
with respect to sequence length 𝑛, represented as 𝒪(𝑛2). 
This implies that the doubling of sequence length translates into a significant increase in the 
VRAM requirement. What is more, VRAM requirement scales quadratically with respect to 
sequence length, such that doubling sequence length leads to a quadrupling of memory 
needs. Thus, the comprehensive processing of large legislative documents becomes a 
daunting task due to context window limitations. 

2.1.3 Model Training and Adaptation: Pre-training, Fine-Tuning, and LoRA 

Understanding complicated legal language by large language models is not natural but 
depends on the use of a series of complicated computational stages of training. This 
approach allows transforming the model from text generators into a tool for solving domain-
specific problems. Traditionally, the training cycle is divided into pretraining, finetuning, and, 
more recently, parameter-efficient fine-tuning approaches. 
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Pre-training and Maximum Likelihood Estimation 
During the pre-training process, the model is trained using large and diverse sets of text 
corpora (e.g., Common Crawl and Wikipedia). Self-supervised learning is the primary 
concern here with the emphasis placed on Next-Token Prediction. Mathematically, given a 
string of tokens (𝑥1, 𝑥2, … , 𝑥𝑇), the goal of the model is to learn to predict the next token 
𝑥𝑡given the past context 𝑥<𝑡. 
This can be achieved through the minimization of the negative log-likelihood loss function 
(MLE), given by: 

𝐿𝑀𝐿𝐸 = − ∑ log 𝑃(

𝑇

𝑡=1

𝑥𝑡 ∣ 𝑥<𝑡; Θ) 

 
In this expression, Θrepresents the entire set of parameters of the model that are trainable 
(weights). Through the process of fine-tuning Θusing backpropagation and optimization 
techniques such as AdamW, the model develops skills in grammar, syntax, and basic factual 
information. However, a pure pre-training model alone cannot be used for legal purposes 
because it does not align with legal standards and cannot engage in coherent conversation. 
Fine-Tuning for Domain Adaptation 
To adapt an existing model into a specific domain like law (domain adaptation), the 
researchers employ Supervised Fine-Tuning (SFT). In SFT, the model is fine-tuned using a 
carefully chosen to set of instruction-response pairs that are specifically designed for the 
domain (for instance, legal questions with legitimate analysis). Although traditional fine-
tuning involves updating all the parameters Θ of the model, full-parameter updates on 
advanced models having several billion parameters need significant VRAM and computing 
power. 
Low Rank Adaptation (LoRA) 
In order to avoid the extensive hardware resources needed for training the full fine-tuning 
model, contemporary LegalTech scholarship focuses on implementing parameter-efficient 
fine-tuning techniques (PEFT), with LoRA (Hu et al., 2021) being the most popular 
technique. Instead of adjusting the large, pre-trained weight matrix 𝑊0 ∈ ℝ𝑑×𝑘, LoRA freezes 
𝑊0and applies trainable rank-decomposition matrices for each layer of the Transformer 
network. The modification matrix Δ𝑊is restricted by writing it in terms of two small matrices 
𝐵and 𝐴, where: 

Δ𝑊 = 𝐵𝐴 
 
with 𝐵 ∈ ℝ𝑑×𝑟and 𝐴 ∈ ℝ𝑟×𝑘, where 𝑟 ≪ min(𝑑, 𝑘). 
The forward pass involves calculating the modified output ℎfrom the input vector 𝑥as 
follows: 
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ℎ = 𝑊0𝑥 + Δ𝑊𝑥 = 𝑊0𝑥 + 𝐵𝐴𝑥 
 
Due to the very low value of 𝑟(usually equal to 8 or 16), there is a reduction in trainable 
parameters exceeding 99%. Within the context of analyzing European Directives or rulings 
of the Greek Supreme Court, LoRA allows lawyers to adapt a model with as many as 70billion 
parameters on consumer-grade hardware without losing its ability to understand language. 

2.1.4 Technical Limitations of Legal Informatics: Hallucination and Context Window 

Regardless of their complex structure, LLMs have technical constraints that significantly 
limit their ability to be used in an unsupervised manner in legal and political governance. This 
gap is due to the randomness of the system; that is, the system operates using a probabilistic 
model of generating tokens. However, the law demands determinism, evidence-based 
reasoning, and factual truthfulness. 
Phenomenon and Types of Hallucinations 
In cases where a large language model comes across a request requiring knowledge that 
cannot be acquired from either the model’s parametrization or provided prompt, such 
models do not acknowledge a gap in their knowledge base. On the contrary, using its 
objective of always producing plausible output, the model creates the needed content, 
which is defined as hallucinations. In terms of generating legal text, these hallucinations fall 
into two categories (Huang et al., 2023): 

1. Intrinsic Hallucinations: Such types of hallucinations occur when the model 
generates content that is at odds with the information provided in the prompt. For 
instance, if the court transcript suggests, "The defendant was found not guilty," but 
the summary generated by the model states, "The defendant was found guilty," then 
the model has not captured the semantic reasoning correctly. 

2. Extrinsic Hallucinations: Such occurrences occur when the generated content 
produced by the model has no basis whatsoever in the original source material but 
appears statistically probable. This occurs within the legal setting when cases which 
have no basis at all are cited as having been decided in support of something; or 
where imagined statutes are quoted or where a legal maxim has been improperly 
attributed to a clause within some civil code. 

Context Window Limitations and the Problem of “Being Lost in the Middle” 
In addition to the problem of hallucination, the use of legal datasets is limited due to the 
constraint related to the context window. As was mentioned earlier, the Transformer’s 
attention mechanism has a quadratic complexity, O(n^2). Therefore, as the document gets 
larger, more memory is needed to handle the growing number of tokens. The result is that 
there is an upper limit imposed on the number of tokens that can be simultaneously 
processed. As legal documents (for instance, international conventions, extensive lawsuit 
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volumes) regularly tend to surpass the specified limitation, it becomes impossible to 
conduct comprehensive analyses without applying chunking techniques aggressively. 
A recent study (Liu et al., 2023) discovered another hidden weakness associated with 
models with apparently huge context windows (e.g., 128k tokens). This challenge refers to 
the phenomenon known as “Lost in the Middle”. Based on empirical studies conducted with 
respect to self-attention capability, it was observed that its effectiveness is shaped by a U-
shaped curve. In other words, the model exhibits high recall rates regarding the beginning of 
the document (primacy effect) and its ending (recency effect). At the same time, the 
performance of self-attention drops significantly, or the data becomes entirely irrelevant 
when it comes to the middle of extensive documents. This problem is highly relevant in the 
field of law. It typically happens that in a contract, the preamble and definition sections 
come first, whereas signatures belong to the ending. On the contrary, exceptions, liabilities, 
and stipulations fall somewhere in between. 
 
2.1.5 Metrics for Evaluating NLP Systems 
Objective assessment of the performance of LLMs within the domain of law would 
necessarily involve a specialized type of evaluation metrics. The assessment of the 
performance of any NLP task involving summarization of contracts, translation of statutes, 
extraction of particular clauses such as liability clauses from legal documents cannot be 
likened to problem-solving exercises such as math problems where the solution can be said 
to have one or two solutions. On the contrary, different levels of semantic equivalence and 
contextual correctness need to be accounted for. Traditionally, the assessment of NLP 
systems was wholly dependent on token-matching algorithms. ROUGE and BLEU scoring 
algorithms were used in cases of generative tasks to assess the degree of similarity between 
n-grams, while the F1-Score was used as the standard baseline for classification and 
information extraction tasks. Nevertheless, the limitations of these superficial metrics 
provide a strong case for adopting a more sophisticated and context-aware evaluation 
framework based on LLMs. 

ROUGE (Recall-Oriented Understudy for Gisting Evaluation) 

ROUGE (Lin, 2004) is mostly used in the automatic summarization task evaluation. ROUGE 
is used for measuring the number of overlapping n-grams between machine-generated text 
and human-written reference summaries, putting the focus on recall. The formula for 
ROUGE-N recall looks as follows: 

ROUGE-N =
∑ ∑ Countmatchword∈𝑆𝑆∈{Reference Summaries} (word)

∑ ∑ Count(word)
word∈𝑆

𝑆∈{Reference Summaries}

 



Evaluating Large Language Models for Hellenic Legal and Political Text: A Hybrid 
Quantitative-Semantic Benchmarking Framework ICSD - 2026 
 

Moschos Emmanouil University of The Aegean 20 

Although ROUGE is useful for guaranteeing that the model extracts the most part of 
vocabulary from a legal text, it is purely lexical and does not distinguish synonyms or 
paraphrasing. 
BLEU (Bilingual Evaluation Understudy) 
Proposed by Papineni et al. (2002), BLEU is currently considered the leading metric for 
assessing machine translation quality. Different from ROUGE, BLEU focuses on precision. 
The modified n-gram precision 𝑝𝑛 is calculated through the formula: 

𝑝𝑛 =

∑ ∑ Countclip𝑔𝑟𝑎𝑚𝑛∈𝐶
𝐶∈Candidates

(𝑔𝑟𝑎𝑚𝑛)

∑ ∑ Count(𝑔𝑟𝑎
𝑔𝑟𝑎𝑚𝑛∈𝐶

𝐶∈Candidates
𝑚𝑛)

 

In order to discourage the creation of very short but very precise translations, BLEU uses the 
Brevity Penalty, where 𝑐 is the length of the candidate translation and 𝑟 is the length of the 
reference translation: 

𝐵𝑃 = {
1 if 𝑐 > 𝑟

exp(1 − 𝑟/𝑐) if 𝑐 ≤ 𝑟
 

Ultimately, the BLEU score is achieved by computing the geometric mean of the modified n-
gram precisions with the Brevity Penalty applied to the formula: 

BLEU = 𝐵𝑃 ⋅ exp (∑ 𝑤𝑛

𝑁

𝑛=1
⋅ log 𝑝𝑛) 

 
F1-Score (Harmonic Mean of Precision and Recall) 
Unlike ROUGE and BLEU, which are mainly used in text generation, summarization, and 
machine translation, F1-Score is considered the cornerstone of evaluation metrics in 
classification and Information Extraction tasks in legal informatics. Namely, it is the 
standard for assessing how well the model of NER recognizes various legal variables like 
liability, compliance dates, or geographical jurisdictions in massive unstructured data sets 
(van Rijsbergen, 1979). 
Evaluation of the information extraction process in legal data presents a peculiar challenge 
associated with the so-called Accuracy Paradox. Classes are often not balanced, and 
crucial pieces of information are extremely sparse. For example, an AI tool might be asked 
to find just a single “Force Majeure” clause in a hundred pages of a corporation’s contract. 
Given that the majority of the document consists of irrelevant information, the prediction 
that nothing in this document should be treated as a Force Majeure clause will still result in 
an accuracy of 99.9%. And yet, the task would be performed unsatisfactorily because all the 
information required to perform it was ignored. 
The paradox can be solved through employing the F1-Score metric in which the true negative 
cases are omitted from consideration altogether, and only performance results are 
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assessed: True Positives (TP), False Positives (FP), and False Negatives (FN). The two initial 
parameters are as follows: 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃 + 𝐹𝑃
 

 
In terms of Legal AI applications, these two metrics imply quite different risks. A model that 
maximizes Precision would act conservatively and extract a clause only if it is 
mathematically certain that it is a legal element. As such, this approach would minimize the 
number of False Positives and thereby prevent the AI system from mistakenly flagging 
irrelevant text as a “hallucination” of the law. However, such an approach carries the extreme 
danger of False Negatives and the potential failure to identify any clause. On the other hand, 
Recall-oriented systems are aggressive and try to capture every possible clause to minimize 
False Negatives, thus generating too many False Positives for the human lawyer. 
The solution provided by the F1-Score lies in forcing a balance between the two criteria. 
Namely, their harmonic meaning is calculated, instead of simple averaging that would give 
equal weight to both sides of the equation: 

𝐹1-𝑆𝑐𝑜𝑟𝑒 = 2 ×
𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 × 𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙
 

 
As seen, if either of the two metrics is significantly lower than the other, the overall score will 
be heavily penalized. This means that the system cannot artificially boost either criterion 
without being penalized with a very low F1-Score. 
Micro vs. Macro F1-Score in Multi-Class Legal Information Extraction 
When applying this evaluation technique in advanced legal benchmarking, it should be 
noted that the model is rarely designed to extract a single variable from texts. Instead, it 
attempts to find a variety of elements, such as Dates, Governing Law, and Penalty Amounts, 
simultaneously. Given that the prevalence of some classes might be much higher than 
others, the F1-Score can be evaluated in two ways: 
Micro F1-Score aggregates all True Positives, False Positives, and False Negatives prior to 
calculating the actual F1-Score. This approach benefits those classes that dominate the 
text, such as Dates or Names. 
Macro F1-Score involves calculating the F1-Score separately for each class, followed by an 
unweighted average calculation. This approach treats all classes the same way and 
penalizes systems if they fail to locate even one very rare but critically important entity (e.g., 
"Termination Penalty"). 
Despite making sure that an LLM extracted the required text accurately using the F1-Score 
methodology, the latter remains a purely syntactic Tier 1 metric. Therefore, it only confirms 
that the model successfully found all the necessary linguistic elements and never makes 
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any judgments regarding the significance of such elements. Thus, the evaluation framework 
needs a qualitative filter in addition to the F1-Score calculation. 
The Shift Toward LLM-as-a-Judge 
The main limitation associated with traditional metrics, whether n-gram overlap algorithms 
such as ROUGE and BLEU, or token-classification algorithms such as the F1-Score is that 
they are solely based on structural mimicry. Since these metrics are not able to distinguish 
the equivalence of meaning, they usually fail to penalize false facts or fatal logical fallacies. 
For instance, the phrases "the defendant is guilty" and "the defendant is not guilty" bear 
extremely high degrees of n-gram similarity and would, therefore, score excellently in 
ROUGE scores despite meaning completely opposing juristic conclusions. Likewise, a 
perfect extraction model may perfectly identify the target clause, earning a high F1-Score in 
the process, yet fail to understand when the extracted clause should be triggered. 
To overcome such limitations, the latest method adopted is using LLMs as judges (Zheng et 
al., 2023). This is accomplished through the use of a highly sophisticated base model such 
as GPT-4 to judge the output of the more modest models in terms of factuality, grounding 
(absence of either intrinsic or extrinsic hallucinations), logical consistency, and appropriate 
juristic reasoning. 

2.1.6 Comparative Analysis of Evaluation Techniques: Advantages and Drawbacks 

Before diving deeper into state-of-the-art models used in the global Legal AI ecosystem, it is 
imperative to explicitly deconstruct the mechanics, advantages, and built-in weaknesses of 
the mentioned evaluation metrics. There is a significant shift happening right now within the 
AI community towards more semantic evaluations (from traditional "Tier 1" token-matchers, 
such as F1, BLEU, and ROUGE, to "Tier 2" semantic evaluators, including LLM-as-a-Judge). 
Understanding these friction points is key to developing a legal benchmarking framework. 
The "Tier 1" Lexical Algorithms: F1, BLEU, and ROUGE 
All the classic automated metrics work purely on the mathematics of lexical overlaps. These 
metrics are mathematically deterministic, extremely fast, and cheap in terms of 
computations. However, there is one common problem shared among them: semantics 
blindness – they measure the structure of the text but lack the ability to comprehend its 
meaning. Even though all the metrics mentioned suffer from the same problem, their 
computational optimization is very differed. 
BLEU (optimized for Precision in Translation) 
BLEU compares how many n-grams (sequences of n consecutive words) generated by the AI 
are precisely identical to the n-grams found in the human-generated reference text. 
 
The Legal Flaw (The Paraphrase Penalty): BLEU punishes legal paraphrasing excessively. If 
the human writes: "The defendant has a legal duty to compensate", and the AI generates "The 
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defendant has a statutory obligation to remunerate", the BLEU score will drop to nearly zero 
despite a perfect, legal translation. The AI did everything right, but since it did not generate 
identical tokens, it got penalized. 
 
ROUGE (optimized for Recall in Summarization) 
ROUGE, on the other hand, checks if at least all the core keywords (and their n-grams) of the 
reference text were successfully captured by the AI, ignoring strict order requirements. 
The Legal Flaw (The Keyword Stuffing Vulnerability): ROUGE can be easily manipulated by 
the model to produce a misleadingly high score. Consider the case where a human writes 
"The plaintiff is liable; the defendant is exonerated", and the AI generates "The defendant is 
liable; the plaintiff is exonerated". Despite the logical mess, all the keywords are included, 
which leads to a very high ROUGE score. Moreover, ROUGE cannot recognize the importance 
of certain negating particles (such as omission of "not"). For instance, ROUGE cannot 
distinguish between "I am liable to" and "I am not liable to". 
 
F1-Score (optimized for Classification and Information Extraction) 
F1 disregards the whole concept of generating text altogether. Instead, F1 evaluates the 
precision (how many true labels were predicted out of all predictions) and recall (how many 
of the actual target labels were correctly recognized). 
The Legal Flaw (The Contextual Vacuum): The F1-score works great for Named Entity 
Recognition. If you want to check if the AI was able to identify "Termination Clauses" within 
a 100-page contract, the F1-Score will help you confirm or deny this. However, F1 Score will 
not be able to verify if the AI comprehended what Termination Clause has just extracted. For 
instance, an AI might be successful in finding and highlighting the Termination Clause within 
the contract (obtaining the full F1-Score) but unaware that some following amendments 
make this clause obsolete. 
 
The "Tier 2" Semantic Paradigm: LLM-as-a-Judge 
In order to address the catastrophically flawed semantics of traditional metrics, the industry 
has shifted to the LLM-as-a-Judge methodology. Instead of counting lexical overlaps, we use 
highly complex models (like GPT-4) as deterministic judges. The LLM judge is given the 
source text, the generated text of the tested model, and some strict criteria of what 
constitutes good (such as proper factual grounding, logical consistency, and no 
hallucination). 
The Operational Strengths 
    Naturally, the primary strength of the LLM-as-a-Judge approach is the ability to analyze the 
context and apply some logic reasoning. Unlike BLEU, the judge will automatically know that 
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"statutory obligation" means the same thing as "legal duty". Moreover, unlike ROUGE, the 
LLM Judge is aware of the syntactical construction, thus recognizing the fact that "defendant 
is exonerated" does not mean the same thing as "the plaintiff is exonerated". And most 
importantly, this methodology allows extrinsic hallucinations (like the model citing a 
Supreme Court decision which does not exist in real life). 
The Inherent Weaknesses 
    Although representing a leap in the evolution of automated evaluations, LLM-as-a-Judge 
also has some significant problems: 

Algorithmic Bias: Numerous studies show that LLM-based Judges tend to have 
"length bias", instinctively preferring long summaries over the short ones even when 
the shorter version is equally good. 
Position Bias: When asked to compare two models (A & B) against each other, LLM 
judges exhibit a noticeable statistical tendency to give preference to the model stated 
first. 
High Cost and Latency: Using a huge and powerful model like GPT-4 to evaluate a 
smaller and faster-produced text results in significantly higher computation costs, 
increased financial expenses, and, more importantly, in latency. Running a costly 
inference every time when testing your models is not a realistic solution for 
continuous training. 

Synthesis: The Need for a Hybrid Framework 
It is evident from the analysis that neither framework alone can suffice. Adopting just the F1, 
BLEU, and ROUGE metrics creates a misleading impression of precision in computation 
through models that may seem perfect from the statistical standpoint but are perilous from 
the jurisprudential perspective. Adopting only an LLM-as-a-Judge model is impractical, as 
well as biased. 
The framework used for the assessment of computational law must, hence, be necessarily 
hybrid in nature. While traditional lexical metrics should be applied to check the syntactical 
soundness and exactitude of entity extraction, an LLM-as-a-Judge model must be 
immediately implemented thereafter to ensure semantic validity — a position consonant 
with the broader academic discourse situating computational law as a blueprint for AI 
reasoning (Stanford CodeX, 2026). 

2.2 Current State in Greece: Greek Legal and Political LLMs and Tools 

There are several intrinsic barriers that the implementation and optimization of LLMs in the 
Greek-speaking area have to overcome. First and foremost, in the framework of modern-day 
Artificial Intelligence (AI), Greek is still classified as a low-resource language. While the 
language boasts its rich vocabulary both historically and at present, it lacks high-quality 
digitized and annotated linguistic corpora necessary for pre-training of fundamental models. 
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Moreover, the great morphological diversity of Greek and its complex inflections require 
specific computational calculations during tokenization to avoid meaning distortion. 
However, despite all those barriers, the Greek LegalTech environment has witnessed a 
sudden emergence of a considerable number of initiatives. They all are concerned with the 
localization of AI technology to fit the particular structural requirements of domestic politics, 
statutory analysis, and governmental administrations. 
In order to outline all the important aspects of this phenomenon, Table 2.2 provides a 
systematic classification and analysis of eight groundbreaking initiatives. These case 
studies represent the cutting edge in terms of Hellenic NLP development, including bilingual 
models of LLMs and various applications targeted at citizens and administrators. 
Table 2.2: Overview of Greek Legal and Political NLP Initiatives 

Initiative / 
System 

Technical Description Legal & Political Relevance 

Meltemi LLM 
(ILSP / Athena 
Research Center, 
2024) 

The training of the model was done 
through approximately 40 billion 
tokens using a Mistral-7B base 
model created by the Athena 
Research Center (ILSP). This marks 
the first open-source Large 
Language Model (LLM) that was pre-
trained natively in Modern Greek. 

Pre-training in Greek makes for a 
better morphosyntactic 
background compared to cross-
language transfer, making it a 
good choice for fine-tuning on 
domestic legal and 
administrative corpora. 

Greek LLaMA & 
Alpaca 

Instruction-tuned models initially 
used translated corpora to make 
Meta's LLaMA execute tasks in 
Greek. 

This study offers initial results on 
transferring instructions into 
Greek, as well as benchmarks for 
factuality in the Greek legal 
domain. 

mAIgov Assistant 
(Hellenic 
Republic Ministry 
of Digital 
Governance, 
2023) 

An AI assistant has been installed on 
the gov.gr portal applying the 
principles of Retrieval-Augmented 
Generation (RAG) to answer citizen 
requests by retrieving information 
from the Diavgeia and FEK 
documents' databases (Hellenic 
Republic Ministry of Digital 
Governance, 2023). 

This implementation highlights 
the feasibility of RAG deployment 
within Greek public 
administration; the quality of 
output will depend on the 
completeness and correctness 
of the government document 
index. 
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Initiative / 
System 

Technical Description Legal & Political Relevance 

NOMOS & Qualex 

Greek legal databases are 
undergoing migration from an old-
fashioned Boolean keyword search 
towards NLP-driven semantic 
search. 

The system allows natural-
language searching through 
Hellenic case law by lowering the 
reliance on precise Boolean 
queries; semantic accuracy 
depends on the coverage of the 
index and quality of the tokenizer. 

GreekBERT 
(Koutsikakis et 
al., 2020) 

The basic encoder-based NLP model 
for Greek language was developed 
by Athens University of Economics 
and Business (AUEB); it was trained 
using Wikipedia and Common Crawl 
datasets. 

It has proven baseline results for 
Named Entity Recognition in 
Greek, as well as legal 
classification tasks, such as 
Supreme Court (Areios Pagos) 
decision categorization 
(Koutsikakis et al., 2020). 

FEK Analysis (cf. 
Papaloukas et al., 
2024) 

Currently, the academic research of 
NLP applications is ongoing in Greek 
technical universities with respect to 
the automated processing of 
Government Gazette. 

It helps to combat legislative 
fragmentation through automatic 
amendments detection and 
creation of a machine-readable 
legal corpus (Papaloukas et al., 
2024). 

Diavgeia 
Analytics 

The method has been used to 
process the Diavgeia Transparency 
Portal, which hosts all required 
government decisions. 

The processing is relevant to 
accountability research, since it 
allows automated analysis of 
government expenditures and 
classification of political 
sentiments on mandatory 
government decisions. 

Hellenic 
Parliament NLP 

The internal digital transformation 
models created by Hellenic 
Parliament allow systematic 
analysis of its large debate archive. 

Such measures help to conduct 
empirical analyses of the 
legislative intent and link 
parliamentary discussions to 
legislation. 

Sources: ILSP/Athena Research Center (2024); Ministry of Digital Governance (2023); 
Koutsikakis et al. (2020); Papaloukas et al. (2024). The rows that do not include a citation 
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refer to publicly available institutional literature or current activities that have yet to result in 
a peer-reviewed paper. 

2.3 International Situation: Global Legal AI Ecosystem and State-of-the-Art Benchmarks 

The worldwide Legal AI ecosystem, after moving past its initial phase of experimental 
language models, is now seeing an acceleration phase that sees an intensive capitalization 
on "Computational Jurisprudence." This is in contrast with the general applications of Large 
Language Models (LLMs), since the world's biggest LegalTech conglomerates and open-
source consortia have refocused their efforts on architectural systems that are highly 
specialized. This includes verification of provenance, advanced stepwise inference, and 
stochastic hallucination prevention.  
For purposes of comparison of the Greek ecosystem with its international peers, Table 2.3 
below outlines some of the key players, architectural models, and weights within the field. 
The following five organizations represent the current benchmarks for incorporating AI into 
legal/regulatory processes, including those that are proprietary and others based on open-
source weights. 
Table 2.3: State-of-the-Art Global Legal AI Benchmarks 

Platform / 
Model 

Technical Architecture & Approach Strategic & Global Impact 

Harvey AI 
(PwC, 2023) 

A business platform built on the basis 
of an optimized GPT-4 framework with 
legal reinforcement learning using 
human feedback (RLHF), embedded 
in the advisory processes at PwC 
(PwC, 2023). It is meant to facilitate 
attorney-led document review, not 
automatic task completion. 

The current study defines a 
human-in-the-loop benchmark for 
Big Law practice with the system 
functioning as document review 
assistance for M&A due diligence 
and compliance mapping, not as 
an autonomous agent. 

Thomson 
Reuters 
CoCounsel 
(Thomson 
Reuters, 2026) 

It presents a goal-oriented legal 
research system based on Westlaw 
and Practical Law knowledge bases, 
capable of producing citations for all 
output results (Thomson Reuters, 
2026). The platform is able to execute 
multi-step research plans 
independently of pre-defined prompt 
workflows. 

The current system is defined as 
the move away from prompt-
driven research to goal-oriented 
multi-step research with a high 
decrease in hallucination rate 
compared to parametric memory-
based systems. 
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Platform / 
Model 

Technical Architecture & Approach Strategic & Global Impact 

Lexis+ AI 
(LexisNexis, 
2023) 

Generative system decoupled from 
the parametric memory applies 
retrieval augmented generation (RAG) 
exclusively over the proprietary 
LexisNexis knowledge base to ensure 
that each generated output is 
grounded in retrieved documents 
(LexisNexis, 2023). 

Extrinsic hallucinations are 
prevented by limiting outputs to 
the information from the retrieved 
documents, demonstrating how 
comprehensive database history 
coverage can compensate for the 
lack of parametric fine-tuning of 
the legal system. 

ChatLaw (Cui 
et al., 2023) 

Open-source multi-agent mixture of 
experts (MoE) model combines large 
language models with Legal 
Knowledge Graphs and is specifically 
designed for the Chinese judiciary 
system (Cui et al., 2023). 

The approach incorporates the 
probabilistic neural generation 
process along with deterministic 
symbolic reasoning to develop a 
replicable framework to mitigate 
hallucinations in codified civil law 
systems and in low-resource legal 
languages. 

SaulLM-7B 
(Colombo et 
al., 2024) 

An open-source domain-specific 
small language model (7B 
parameters) is continuously pre-
trained over more than 30 billion 
tokens of legal corpora (Colombo et 
al., 2024). 

The results obtained show that 
targeted domain pre-training 
allows for outperforming general-
purpose language models in 
specific domains and can be used 
for the development of low 
resource legal languages models. 

Sources: PwC (2023); Thomson Reuters (2026); LexisNexis (2023); Cui et al. (2023); Colombo 
et al. (2024). 

2.3.6 Conclusion: The Capability Gap and Future Directions 

The recent review of the state-of-the-art of Legal AI development globally showcases a split 
into two inherently different lines of development. On one side, there are so-called mega-
models, such as Harvey (PricewaterhouseCoopers [PwC], 2023) or CoCounsel (Thomson 
Reuters, 2026), relying on massive computational power and closed-source databases to 
achieve a peak in performance thanks to RAG and agentic workflow implementation. On the 
other hand, there is a new trend towards openness, with ChatLaw (Cui et al., 2023) and 
SaulLM (Colombo et al., 2024) pushing the limits of the model architecture thanks to the 
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novel Knowledge Graphs, MoE approach, and specialized domain pre-training to minimize 
the computational cost of maximizing precision.   
Within the context of Greek and, indeed, broader European legal practices, it is evident that 
the best in global practice serves as an excellent example. Namely, the number of 
parameters is irrelevant compared to data and architecture considerations when working 
with Legal AI systems, which should be capable of coupling the inherent probability of LLM 
with deterministic legal database and proven reasoning paths. 
Thomson Reuters Customers on Adopting AI at BLTF 2026 
This panel discussion explores how major law firms are moving beyond experimentation to 
integrate agentic AI tools like CoCounsel into their complex, everyday legal workflows. 
 

2.4 Field Review: Empirical Evidence and Academic Literature 

Now that the ecosystem of operations for both Hellenic (section 2.2) and Global (section 2.3) 
LegalTech innovations has been meticulously mapped out, it is time to provide an academic 
grounding to these innovative business and government practices. The convergence of 
generative artificial intelligence and legal applications has quickly transitioned from a field 
of knowledge-intensive, rule-based systems to a connectionist landscape filled with large-
language models. In order to conduct an accurate assessment of the strengths, 
weaknesses, and limitations of this type of technology, one must engage in a comprehensive 
analysis of relevant empirical studies.  
In this literature review, I will assess the state-of-the-art by evaluating the abilities and 
weaknesses of large language models in two keyways: (i) their effectiveness in practical 
application when tested on digitized Anglo-American common law data, and (ii) the severe 
bottlenecks they face when tested in multilingual, continental civil law systems. 

2.4.1 Evaluating Models in Anglo-American Legal Data: The LegalBench Benchmarking 
Framework 

The basic evaluation of foundational language models applied in the legal domain has been 
comprehensively reviewed in several surveys, including Lai et al. (2024). Specifically, this 
survey provides an overview of the intensive deployment of transformer-based models to 
perform tasks, such as automated contract analysis, Legal Judgment Prediction (LJP) (see 
Chalkidis et al., 2019, for foundational work in the English Common Law context), 
summarization, and named entity recognition. 
Lai et al. (2024) highlight those state-of-the-art foundational models (i.e., the GPT-4 
architecture used to power Harvey AI and similar programs) demonstrate outstanding 
performance in basic tasks of structure-based pattern-matching using English-language 
legal datasets. This proficiency can be demonstrated empirically through LegalBench, a 
large-scale open-source collaboration by legal experts to test the reasoning capabilities of 

https://www.youtube.com/watch?v=onhy5ieKV_g
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LLMs across many types of legal tasks in the hundreds of examples provided. According to 
Lai et al. (2024), the current state-of-the-art models perform extraordinarily well in basic 
information extraction tasks, such as correctly identifying which body of law governs a 
specific contract, pinpointing indemnification thresholds, or determining procedural 
context in judicial opinions. 
However, as noted by Lai et al. (2024), while impressive quantitatively, all these successes 
apply strictly to passive information retrieval. The moment the problem becomes more 
complex and requires a series of deductive steps, the performance of general-purpose 
language models drops drastically. Syllogistic reasoning, often based on the IRAC method 
(Issue-Rule-Application-Conclusion), forms the foundation of the work done by lawyers. As 
noted by Lai et al. (2024), however, probabilistic nature of the LLM means that it would often 
fail to make the required deterministic transition between the "Rule" and "Application" parts 
of IRAC. Moreover, it would either conflate different legal rules or create an illogical transition 
from one precedent to another. 
It should also be pointed out that there is an inherent structural problem with the models in 
terms of attention mechanism. As described by Lai et al. (2024) in their review of existing 
literature, when processing long legal documents, language models tend to develop "context 
window fatigue." Specifically, in the process of document examination during legal discovery, 
important information is often found buried dozens of pages below a lot of irrelevant content. 
For Transformer-based language models, this creates the "lost in the middle" problem, as 
the algorithm tends to focus on the first and last sentences of input, completely ignoring 
potentially relevant information hidden somewhere in the middle. This observation explains 
precisely why the state-of-the-art global systems, including Thomson Reuters CoCounsel 
(see Section 2.3.2), stopped relying on prompting and now use "agentic workflows," which 
include RAG (Retrieval-Augmented Generation). 

2.4.2 Problems in Multilingualism and Legal Equivalence Across Languages 

Whereas the technical issues of LLMs are already significant enough within a single 
monolingual English environment, they become catastrophically magnified once we try to 
transfer them into the domain of multilingual legal systems like the Greek one. Such 
degradation results from two fundamental factors that pose separate yet related challenges 
to cross-lingual applications – namely, the technological bottleneck of Multilingual Large 
Language Models (MLLMs) and the deep epistemological clash of cross-lingual legal 
translation. 
From a technical standpoint, Qin et al. (2025) deliver a comprehensive analysis of the key 
design flaws inherent to MLLMs. First of all, MLLM suffers from an extreme data bias that 
emerges due to the dominant share of English data in web-scale pre-training sets. This 
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imbalance inevitably leads to an un-optimized "token fertility rate" of non-English languages 
in MLLMs due to the technical architecture. 
The tokenization algorithm of typical LLMs is optimized for languages written in the Latin 
alphabet and therefore compresses English documents into highly semantic token chains. 
However, other languages, especially those based on non-Latin alphabets such as Greek, 
are forced to be fragmented into much shorter segments of random characters. 
The Tokenization Disparity Effect 
Consider the phrase "The defendant is guilty." In an English LLM, this phrase will be parsed 
flawlessly into 4 tokens. However, the direct Greek translation, "Ο κατηγορούμενος είναι 
ένοχος," will be shattered into 12 or more fragments of tokens (e.g., [Ο] [κα] [τη] [γο] [ρού] 
[με] [νος]...). As a result, the tokenization disparity effect becomes catastrophic in terms of 
computations. Not only will the number of tokens increase artificially but also it will make 
the model consume the allocated context much faster than in English, resulting in 
diminished memory recall ability. This point is confirmed explicitly by Qin et al. (2025). 
Therefore, a domestic alternative like the Meltemi LLM (Section 2.2.1) becomes absolutely 
essential in order to tackle this hardware-specific issue by using a custom Greek tokenizer. 
From the jurisprudence perspective, such an architectural issue implies even more critical 
risks regarding legal equivalence in cross-jurisdictional interpretation. In particular, the 
application of LLMs to legal translations implies a very specific process, as pointed out by 
Bajčić and Golenko (2024). In essence, cross-legal translation is a comparative law practice 
in action – in addition to linguistics, it requires precise matching of the codified meaning from 
one distinct legal reality into another. 
First of all, Bajčić and Golenko (2024) explain that MLLMs inherited a narrow English-centric 
worldview based on the dominant role of English pre-training data. Consequently, they tend 
to generate an illusion of equivalence, translating concepts in an incomparably different way 
between civil law jurisdictions and common law ones. For instance, an MLLM can translate 
an English concept of "contract" as "σύμβαση" in Greek. Although this translation seems 
correct linguistically, there are important nuances to consider from the juridical perspective. 
The Greek version implies significant codified constraints, including "good faith" and the 
usage of "business usages" prescribed by Article 288 of the Greek Civil Code. Meanwhile, 
these concepts have a completely different semantic weight within English Common Law 
principles of contractual negotiations. Thus, Bajčić and Golenko (2024) prove that general 
purpose MLLMs inevitably distort the legislative intentions and truth behind the Civil Code 
in order to disguise their legal hallucinations in perfectly valid grammar. 

2.5 Conclusions and Comparative Framework 

A thorough analysis of the current market status alongside scholarly works shows the Global 
Legal AI industry has reached a decisive point regarding the evaluation process. Although 
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standard Tier 1 automated measurements based on syntactical criteria (e.g., F1-Score, 
BLEU, ROUGE) provide an efficient starting point, these automated algorithms are entirely 
unaware of the significant semantic differences and epistemological errors that may occur 
when translating a legal document. As proven through the empirical results, a neural 
network can score perfectly high and still make the fatal mistake of applying Common Law 
principles to a Greek civil code. 
Therefore, for addressing this serious issue, it is critical for the assessment methods to shift 
to the Tier 2 LLM-as-a-Judge approach using advanced foundational models to act as 
arbitrators constrained by specific socio-legal rulesets. 
Finally, it is important to highlight the differences between the strategies adopted by different 
technology clusters towards mitigating these risks. In order to present an overarching picture 
of the technological environment analyzed in this chapter, Table 2.4 presents a comparative 
analysis of the state-of-the-art technologies in the Global LegalTech market compared to the 
Greek initiatives along four crucial operational aspects: Language Support, Architectural 
Open-Source Approach, Retrieval-Augmented Generation (RAG), and Legal Specificity-
based fine-tuning. 
Table 2.4: Comprehensive Synthesis of Global and Greek Legal NLP Initiatives 

Initiative / 
Tool 

Supported 
Languages 

Architecture 
Type 

RAG Integration Legal Fine-tuning 

Harvey AI 
English-centric 
(Global) 

Proprietary API Advanced Hybrid 
Extended Legal 
RLHF 

TR 
CoCounsel 

Multilingual 
(Global) 

Proprietary API 
Native Database 
Grounding 

Multi-step Agentic 
Tuning 

Lexis+ AI 
English-centric 
(Global) 

Proprietary API 
Strict Vector 
Decoupling 

Proprietary Legal 
Tuning 

ChatLaw 
Mandarin / 
English 

Open Source 
Legal Knowledge 
Graph 

Domain-Specific 
SFT 

SaulLM-7B 
English (multi-
jurisdiction) 

Open Weights 
None 
(Foundational) 

LegalBench-
Instruct SFT 

Meltemi LLM Greek / English Open Weights 
None 
(Foundational) 

General Instruction 
Tuning 

Greek LLaMA Greek / English Open Weights 
None (Secondary 
Wrapper) 

Translated 
Instruction SFT 

mAIgov 
Assistant 

Greek / English 
Closed 
Governmental 

Production-level 
RAG 

Administrative 
Document SFT 
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Initiative / 
Tool 

Supported 
Languages 

Architecture 
Type 

RAG Integration Legal Fine-tuning 

NOMOS / 
Qualex 

Greek 
Proprietary 
Database 

Vectorized 
Semantic Search 

Custom Legal 
Tokenization 

Source: Compiled by author; data obtained from references provided in Tables 2.2 and 2.3. 
Architectural categories and descriptions for fine-tuning are based on publicly available 
specifications for the years 2024–2026. 
 
This comparative analysis provides a definitive and dual approach to the future of Hellenic 
LegalTech innovation. While proprietary global tech firms (Harvey, CoCounsel) make use of 
immense computing power and their proprietary “walled garden” databases in order to solve 
for legal accuracy by brute-forcing their way into it through massive RAG pipelines, other 
efforts have demonstrated the success that can be found when utilizing high-quality 
domain-specific training data as well as natural tokenization, all while using significantly less 
computing resources. Ultimately, in a country such as Greece with limited resource access, 
any effective implementation of AI requires the exclusion of probabilistic text generation 
entirely. 

Chapter 3: Methodology and Parameterization: Law and Sociopolitical 
Pointers 
3.1 The Epistemology of Socio-Legal Parameterization 

Unlike the transition from legacy token-matching metrics (F1-Score, BLEU, ROUGE, etc.), the 
move from NLP to the LLM-as-a-Judge approach is much more than just a simple 
advancement in terms of computation. As shown in the above literature review, it represents 
an epistemological shift within the field of computational law. In other words, it requires 
abandoning one way of thinking about "truth" and "quality" in favor of another. Traditionally, 
NLP would evaluate those qualities in terms of syntactic proximity, a belief that any machine-
produced string of text that perfectly mirrors its human equivalent in the numeric sense of 
being n-grams similar, must be correct. 
However, as already noted in Chapter 2, such is not the case with legal truth, neither in 
natural language nor in computational language. In the case of jurisprudence, truth is a 
multidimensional concept that is contingent on logical syllogism, statutory alignment, and 
socio-political context—none of which are possible to ascertain by means of n-gram 
analysis. As such, contemporary evaluation frameworks need to implement a set of 
formalized deterministic rubrics. An advanced LLM as a judge cannot properly, consistently, 
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and safely evaluate the quality of a generated piece of text based solely on the vagueness of 
abstract prompts ("evaluate this legal summary"). 
In his research paper "LLM-RUBRIC: Developing Advanced Methodology for Evaluating AI 
Judges' Output Quality in Terms of Specific Criteria," Hashemi et al. (2024) proved that the 
use of abstract quality indicators is inappropriate for high-stake regulatory and 
administrative environments. According to the authors, abstract quality cannot be treated 
as a vector in any situation, since it needs to be conceptually deconstructed and 
mathematically calibrable. Thus, abstract quality has to be turned into highly specific, 
concrete indicators that can be easily measured by an LLM and are called Evaluation 
Pointers in modern LegalTech. 
Recent advances in LegalTech benchmarking have fully supported Hashemi's assertion. For 
example, according to Xu et al. (2026) in the LP-Eval (Legal Proposition Evaluation) rubric 
paper, any evaluation of LLM's comprehension of EU jurisdiction has to include formal 
validity (correct citation structure) and substantive dimension (correct interpretation of 
statutory scope and consequences). Moreover, the JudgeBench framework developed by 
Bandi (2026) proves that complex reasoning tasks can only be evaluated by means of strict, 
multi-axis criteria to determine if the conclusion is objectively logical and not stylistically 
creative or verbose. 
These evaluation pointers represent the fundamental deterministic parameters for the 
experimental methodology of this thesis. To adequately evaluate the range of architecture 
presented in Chapter 2—from global agentic LLMs to domestically focused Hellenic models, 
the following parameters were divided into two main taxonomies: 
    Jurisprudential Pointers (Substantive Axis): These parameters are aimed at evaluating the 
cognitive and logical limitations of AI. They consider factors of intrinsic factual grounding, 
logical syllogism (IRAC compliance), and structural validity. Such parameters are crucial for 
validation of safety of advanced enterprise-level architectures (Harvey AI, Thomson Reuters 
CoCounsel) and verification that their Retrieval-Augmented Generation (RAG) pipeline does 
not hallucinate statutory rules and does not conflate Common Law vs. Civil Law principles. 
    Sociopolitical Pointers (Administrative Axis): These parameters are aimed at measuring 
the social impact, accessibility, and ethical implementation of AI architecture. They include 
linguistic clarity, cross-lingual equity (tokenization penalty), and ideological neutrality. These 
parameters are crucial for verification of Government-to-Citizen (G2C) communication 
channels such as Greek mAIgov portal (Hellenic Republic Ministry of Digital Governance, 
2023), and for evaluation of domestic performance of open-weight LLMs like Meltemi 
(Institute for Language and Speech Processing [ILSP] / Athena Research Center, 2024), 
designed to democratize Greek law administration without any bias. 
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3.2 Taxonomically Comprehensive List of Evaluation Pointers in Sociolegal Evaluation 
In order to operationalize LLM-as-a-Judge approach in computational jurisprudence, we 
need to map abstract quality onto a taxonomy of parameters that could be applied to 
particular tasks in sociolegal analysis. When general purpose models are used to solve 
problems in highly specialized fields, they tend to suffer from "task misalignment", meaning 
that conversational fluency may disguise serious analytical errors. This section presents a 
list of 16 parameters with operational definitions and associated legal/technical frictions. 
They can be classified according to the architecture and model designs reviewed in Chapter 
2. 

3.2.1 Category A: Jurisprudential and Factual (Legal) Pointers 

Extrinsic Hallucination Resistance (Factual Grounding) 
o Operational Definition: The metric evaluates the level of architectural immunity of 

the model to producing False Positives. In other words, it measures the model's rate 
of introducing into the text legal citations of non-existent legal acts, invented 
regulatory agencies, or fabricated judicial precedents, which do not have empirical 
grounding in the training dataset or historical legal records. 

o Jurisprudential & Technical Friction: By nature, Large Language Models are 
autoregressive string plausibility optimizers rather than deterministic table lookups. 
In a highly sensitive environment, the tendency to generate a deceptively 
authoritative and completely baseless legal citation becomes a matter of grave 
concern for the MLLM architecture. An extrinsic hallucination produced by 
conversational legal LLM such as mAIgov would amount to a catastrophic failure in 
the field governed by a core legal value of certainty (ασφάλεια δικαίου). This metric 
seeks to measure the model's ability to operate within architectural parameters in 
low-temperature settings, monitoring strictly whether the generation process stays 
confined to the vector retrieval process without engaging in parametric hallucination. 

Intrinsic Contextual Fidelity  
o Operational Definition: The parameter measures the extent of the model's 

containment ability in handling "False Negatives." In essence, this metric evaluates 
the intrinsic omissions or deletions that might be caused by the semantic reduction 
or text summarization done by the MLLM in compressing the source text. More 
specifically, the model is expected to maintain faithfulness in retaining all critical 
conditionalities, statutory exemptions, and mandatory limitation periods 
(παραγραφές) from the source material. 

o Jurisprudential & Technical Friction: While an extrinsic hallucination adds noise to 
the text generation, intrinsic omission silently corrupts the systemic integrity of the 
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legal text. In civil law jurisprudence, each statutory clause forms an interdependent 
web of general obligations and their specific exceptions. In cases where the MLLM 
produces a coherent summary of a generalized administrative obligation but 
excludes the embedded exemption sub-clause, the resulting document might be 
syntactically valid but still risky from a legal point of view. On a technical level, this 
metric reflects the shortcomings of the attention mechanism used in context window 
compression, as minor semantic tokens (such as "εκτός αν" or "με την επιφύλαξη") 
are downweighted by the self-attention layers. 

Deontic Modal Accuracy  
o Operational Definition: This metric measures the model's accuracy in translating, 

paraphrasing, or otherwise transforming legal text in a way that preserves deontic 
modal operators, namely those phrases that represent expressions of obligation, 
permission, and prohibition. 

o Jurisprudential & Technical Friction: In a civil law setting, the legal act functions as 
a prescriptive order, wherein the exact form (modal verb) of an administrative 
obligation determines its legality. Thus, one of the most basic failure modes in cross-
linguistic transformation by MLLMs includes altering the modality of an imperative 
phrase expressing strict duty into an optative phrase implying mere possibility 
(permission). For instance, imperative verbs such as "υποχρεούται" or "οφείλει" will 
be transformed into modal verbs "δύναται" or "may," thus changing the nature of the 
delegated administrative power. 

Liability Allocation & Inversion  
o Operational Definition: This metric gauges the model’s capability to conserve 

proper directionality of legal relations by estimating its resilience to syntactic 
inversions which would allocate incorrectly any of the following categories among 
interacting entities: liability, right, duty, and burden of proof (βάρος απόδειξης). 

o Jurisprudential and Technical Friction: Legislative language in the Hellenic context 
frequently involves convoluted passive constructions, conditional clauses, and 
double negatives to define relationships between administrative agencies and 
citizens. During the process of summarization, an LLM’s attention model might 
detach actions from their proper actors. The result is the distortion in the assignment 
of roles: the burden of proof gets shifted from the State to the citizen, while liability 
for a tort is improperly attributed to the victim rather than to the tortfeasor. This 
measure gauges the deep semantic processing performed by the model to avoid any 
distortions in the syntax which defines responsibility. 

Jurisdictional Isomorphism 
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o Operational Definition: This metric quantifies the model’s awareness of jurisdiction 
and its ability to prevent any cross-border contamination of its legal framework. 
Specifically, it measures whether the AI model performs its legal reasoning within the 
confines of Hellenic Civil and Administrative Law or incorrectly imports any foreign 
doctrines in the course of its calculations. 

o Jurisprudential and Technical Friction: As a general feature of multilingual large 
language models, there is the so-called “Common Law Bias.” The reason behind this 
is the predominance of English legal language (US/UK case law) in the datasets used 
in the pre-training stage. Upon prompting an administrative dispute under Greek law, 
a prejudiced model would engage in inductive reasoning based on stare decisis and 
introduce unnecessary common-law doctrine into its analysis (e.g., the formation of 
contracts and certain equity solutions). Since Hellenic Law is mostly statutory and 
deductive, this leads to an ideological conflict. This metric evaluates whether a 
model is able to compartmentalize its parameters and abide by civil law logic. 

Rule–Conclusion Syllogism (IRAC) 
o Operational Definition: This metric evaluates the model’s legal reasoning sequence 

in terms of its internal logical consistency. Namely, it checks whether the system is 
capable of implementing a structured deductive reasoning chain consisting of 
identifying the central legal question, extracting the major premise from a statutory 
provision, applying the rule in the factual minor premise, and concluding 
appropriately. 

o Jurisprudential and Technical Friction: One of the most common features of LLMs 
is “rationalization bias,” where the output of the model would contain a correct legal 
conclusion, however, through false or even hallucinated steps of reasoning. For 
instance, an LLM might conclude that a person is exempted from paying taxes but 
would base the reasoning on a repealed law or another incorrect premise altogether. 
For legal workflows to be effective, one should be aware that administrative decisions 
require legally sound rationale and therefore the black-box output of an architecture 
cannot be used in such instances. This measure gauges the CoT of a model in terms 
of its consistency with legal logic. 

Legislative Currency and Temporal Consistency 
o Operational Definition: This metric examines the ability of the model to perform 

chronological reasoning to determine the proper legal conclusion when dealing with 
multiple provisions of law. Namely, the measure gauges whether a model is able to 
properly address any conflicting timeframes among several statutes and identify a 
case when an article is superseded, abrogated (κατάργηση νόμου), or impliedly 
amended. 
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o Jurisprudential and Technical Friction: In Greece, laws tend to be amended 
frequently and rapidly; therefore, each new law usually contradicts older ones, 
making it difficult to determine which provision stands at a particular point in time. 
Knowledge bases of LLMs do not incorporate timestamp information to detect such 
changes in the statutory provisions, leading to the application of outdated laws and 
consequent error proneness. From a technical perspective, this friction gauges 
whether the model would use timestamps to filter out obsolete provisions using 
classical maxims of law like lex posterior derogat legi priori. 

Discretionary Proportionality Assessment 
o Operational Definition: This parameter will test whether the model possesses the 

ability to use proportionality as a constitutionally embedded tool for evaluating and 
determining the nature and extent of discretionary power (διακριτική ευχέρεια). It is 
the principle of proportionality (αρχή της αναλογικότητας), according to which an 
administrative act may be determined to be both appropriate, necessary, and 
proportionate to its underlying aim. 

o Jurisprudential and Technical Friction: Public authorities often are given wide 
powers by the legislature to impose penalties on or regulate a matter. The question of 
whether a public body has acted with the abuse of discretionary power is one that 
requires a very high degree of socio-legal balancing, which is very complex. This 
parameter puts the limit of AI abilities to test, specifically whether a large language 
model is capable of undertaking such complex reasoning tasks, or whether it would 
merely engage in mechanical processes of interpretation without taking into 
consideration any constitutional principles.  

Citation Formatting Precision 
o Operational Definition: This parameter checks the formality of the language and 

syntax used by the model, particularly the precision of citation syntax, as defined by 
the standardized practices and rules governing citations in the Greek legislation and 
the Greek judiciary (such as, proper citation of FEK volumes, presidential decrees, 
ministerial decisions, etc.) 

o Jurisprudential and Technical Friction: In the legal domain, there are no small 
details. Data retrieval from databases depends entirely on strings which must not 
contain any errors or omissions. Even something like misplacing a comma or writing 
FEK A' instead of FEK B', when referring to a volume of the FEK, or having an incorrect 
syntactic structure for a Presidential Decree (Προεδρικό Διάταγμα), means a 
completely broken citation. This technical friction measures whether a model has the 
ability to undertake low level syntactic formalities of a citation string. 
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3.2.2 Category B: Sociopolitical and Administrative Pointers 

Algorithmic Neutrality (Ideological Bias Detection) 
o Operational Definition: This metric evaluates the ability of the model to remain 

immune to any ideological influence, partisanship, or rhetorical exaggeration while 
analyzing, compressing, or generating summaries of unstructured political speech 
and legislative documents. It reveals whether the model remains completely neutral 
and impersonal or if it somehow takes on the controversial and distorted rhetoric of 
a certain political faction. 

o Friction Between Sociopolitical and Technical Aspects: Large Language Models 
tend to learn the inherent biases in their training sets and in Reinforcement Learning 
from Human Feedback (RLHF) stage. When subjected to a high degree of polarization 
in raw data sets, such as the official speeches of the Hellenic Parliament, a biased 
language model tends to produce semantic compression favoring the views of the 
ruling party at the expense of the opposition or vice versa. In public administration 
and democracy, any AI tool should act as a neutral state representative. 

Linguistic Accessibility (Democratic Equity Framework) 
o Operational Definition: This performance metric measures the ability of the system 

to transform incomprehensible and outdated bureaucratic language (ξύλινη γλώσσα) 
and complex legal terminology into clear, easy to understand language that all 
citizens can easily comprehend, without leaving any semantic loopholes within the 
text. 

o Sociopolitical & Technical Friction: The introduction of digital governance 
platforms (e.g., mAIgov) attempts to bridge the fundamental disconnect between the 
state apparatus and its citizenry and make institutional knowledge accessible to 
everyone. On the other hand, if the LLM system simply repeats the same difficult-to-
understand legislative language, it continues to perpetuate this gap between the 
people and their government. However, simplifying text naturally poses serious 
technological disruption in legal informatics since simplifying language may 
unintentionally strip certain conditions or exceptions from legal text. 

Linguistic Parity (Cross-Lingual Tokenization Equity) 
o Operational Definition: The measure specifically evaluates the differences in 

reasoning depth, semantic fidelity, and descriptive richness generated by a model 
natively prompted in a low-resource language (Greek) against its control tracking 
system prompted in a high-resource language (English). 

o Sociopolitical & Technical Friction: Fundamentally, multilingual large language 
models operate under subword tokenizers (such as Byte-Pair Encoding), which are 
very efficient at processing languages using the Latin alphabet. Processing 
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morphologically complex, non-Latin languages like Greek will therefore cause a lot of 
token fragmentation, splitting one word into multiple fragmented tokens. This is 
problematic because the "fertility" penalty of a tokenizer increases context window 
usage and weakens attention within the model. The sociopolitical aspect is an issue 
of ethics, where it has been observed that reasoning generated by a public language 
model in response to a native Greek-speaking user is significantly lower quality and 
less accurate than reasoning from an English-speaking user. 

Transparency of Legal Reasoning (Administrative Explainability) 
o Operational Definition: This parameter measures the clarity, logical consistency, 

and detail provided by the intermediary steps of reasoning performed by the model 
before reaching its conclusions, thus proving compliance with established 
frameworks of systematic justification. 

o Sociopolitical & Technical Friction: The rationale behind administrative decisions is 
a critical component of Hellenic Administrative Law. In a democratic legal 
framework, it is inherently impossible to accept black box predictions by the 
algorithm in any public process. Citizens have the right to know precisely what the 
basis of law is and how the final deduction was made. The indicator measures the 
ability of technology to generate an accurate Chain-of-Thought (CoT) without 
manipulation from the initial statement to the conclusion. 

Demographic and Gender Neutrality 
o Operational Definition: This criterion measures the model’s active suppression of 

any historical socio-economic, racial, regional, or gender biases present in the 
source materials and prevents the reproduction and validation of such biases in 
summary generation or recommendation-making. 

o Sociopolitical & Technical Friction: Data from history and legislative documents 
may contain structural biases prevalent during the time period in which they have 
been created. When such MLLMs are trained unfiltered using these sources, there 
will be cases where individuals would be profiled based on past prejudices, thus 
violating modern-day constitutional rights regarding equality (αρχή της ισότητας). 
What makes this a technical problem is the need for proper alignment strategies that 
can eliminate the social biases in the training set without altering their factual 
accuracies. 

Institutional Localization 
o Operational Definition: The parameter assesses the ability of the model to 

understand the context surrounding certain Hellenic administrative systems, state 
digital infrastructures, and localized workflows in order to interpret and translate 
highly localized legal-administrative processes. 
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o Sociopolitical & Technical Friction: Foundational models do not possess any built-
in comprehension regarding the digital infrastructure of the Greek state. If a model 
cannot comprehend the workflow of Diavgeia portal, the process of integration within 
the gov.gr system, or the process of validation of the tax identification number (ΑΦΜ), 
then such a model is practically useless. Such a parameter reflects the discrepancy 
between the broad parametric knowledge of a model and the need to have deep local 
knowledge in order to work safely. 

Verbosity Resistance 
o Operational Definition: This measure gauges the ability of the model to maintain 

extremely brief outputs with maximum structural complexity without slipping into 
patterns that create shallow, conversational text meant to distract from a lack of 
precise knowledge about the subject matter. 

o Sociopolitical & Technical Friction: Almost all foundation models receive extensive 
training for their tuning phase and alignment to human preferences, which often 
inadvertently encourage verbose, agreeable output (the “verbosity bias”). In practical 
professional applications, however, such verbosity will obfuscate essential 
weaknesses in the analytical process and waste time within an organization. This test 
is designed to see whether the model can behave responsibly under strict brevity 
rules by providing a densely packed legal or political analysis or falling into the 
conversational loop trap. 

Tone Appropriateness 
o Operational Definition: This is measured by the consistency between the language 

used by the model and the formal but comprehensible standards of communication 
necessary for government communications and legal sites (Government-to-Citizen 
platforms). 

o Sociopolitical & Technical Friction: Public service communication demands a level 
of objectivity, dignity, and neutrality that cannot be found in generated responses 
which are too casual, patronizing, or apologizing, characteristics of a standard RLHF-
aligned model (Ouyang et al., 2022). Technically, it is difficult to achieve a balance 
between conveying authority and avoiding the use of alienating legalese in the 
generated text. 

3.2.3 Comparative Dynamics of Evaluation Pointers 

The seventeen parameters that have been specified with respect to the legal and 
sociopolitical contexts provide a complete matrix that clearly identifies the application of 
the MLLMs in the legal-technological environment of Greece. However, implementing these 
parameters requires different data sets, different prompting methods, and different bases 
for evaluation. There are some parameters that require only deterministic analysis of a 
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provided source text, while other parameters require external database checks or 
ontological evaluations that rely on open weights. In order to define these relationships and 
provide clarification of the process before the application of our LLM-as-a-Judge system, we 
refer to Table 3.1 below. 
Table 3.1: Reference Dependencies and Evaluation Dynamics of the Taxonomy 

Pointer Taxonomy 
Evaluation 
Type 

Reference 
Dependency 

Primary Target 
Failures 

Extrinsic 
Hallucination 
Resistance 

Verification / 
External 

Database-
Dependent 
(NOMOS/FEK) 

Fabrication of 
precedents, laws, or 
citations. 

Intrinsic 
Contextual 
Fidelity 

Deterministic / 
Binary 

Reference-
Anchored (Source 
Text) 

Contextual 
hallucinations, 
critical legal 
omissions. 

Deontic Modal 
Accuracy 

Deontic Logic 
Analysis 

Gold-Standard 
Pair Comparison 

Modal drifting (e.g., 
converting "shall" to 
"may"). 

Liability 
Allocation & 
Inversion 

Structural 
Parsing 

Reference-
Anchored (Source 
Text) 

Relational inversions, 
shifting the burden of 
proof. 

Jurisdictional 
Isomorphism 

Comparative 
Legal Analysis 

Referenceless / 
Knowledge-Based 

Common Law bias, 
introducing foreign 
doctrines. 

Rule-Conclusion 
Syllogism 

Logical 
Syllogism 

Referenceless 
(Chain-of-
Thought) 

Enthymemes, 
incomplete or broken 
inferential steps in 
deductive reasoning. 

Legislative 
Currency & 

Chronological 
Tracking 

External Version-
Control Matrix 

Application of 
repealed, amended, 
or obsolete articles. 
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Pointer Taxonomy 
Evaluation 
Type 

Reference 
Dependency 

Primary Target 
Failures 

Temporal 
Consistency 

Discretionary 
Proportionality 

Balance 
Evaluation 

Constitutional 
Rubric Anchor 

Failure to properly 
weigh administrative 
discretion. 

Citation 
Formatting 
Precision 

Syntactic 
Compliance 

Drafting Protocol 
Standard 

Malformed citation 
strings, broken 
indexing codes. 

Algorithmic 
Neutrality 

Bias and 
Framing 
Analysis 

Aggregate 
Evaluator Score 

Political polarization, 
partisan sycophancy 
bias. 

Linguistic 
Accessibility 

Readability 
Assessment 

Domain-Adjusted 
Rubric 

Impenetrable 
administrative jargon, 
oversimplification. 

Linguistic Parity 
Cross-Lingual 
Metric 

Parallel Bilingual 
Prompts 

Tokenization-driven 
reasoning and context 
degradation. 

Transparency of 
Legal Reasoning 

Traceability 
Audit 

Chain-of-Thought 
Trace Verification 

Opaque black-box 
outputs lack clear 
justification. 

Demographic & 
Gender Neutrality 

Bias Auditing 
Documented Bias 
Benchmark 

Replication of 
historical socio-
economic or gender 
biases. 
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Pointer Taxonomy 
Evaluation 
Type 

Reference 
Dependency 

Primary Target 
Failures 

Institutional 
Localization 

Knowledge 
Verification 

Domain-Specific 
Institutional 
Knowledge Base 

Ignorance of local 
digital frameworks 
(e.g., Diavgeia). 

Verbosity 
Resistance 

Conciseness 
Audit 

Length-
Normalised 
Reference Bound 

Verbosity bias, 
generation of 
redundant 
boilerplate. 

Tone 
Appropriateness 

Stylistic Audit 
Public 
Communication 
Standard (G2C) 

Overly casual, 
patronizing, or overly 
apologetic phrasing. 

Source: Constructed by author. The criteria for evaluation and the types of failures are based 
on the taxonomy of hallucinations presented by Huang et al. (2023), LLMs-as-Judges biases 
framework offered by Zheng et al. (2023), and the Greek Legal NLP landscape provided by 
Papaloukas et al. (2024). The total taxonomy consists of 17 parameters, seven of which are 
measured in section 3.4.1 – 3.4.2. 
 

3.3 Multidimensional Comparative Matrix: Methodological Conflicts and Algorithmic Biases 

While all 17 parameters discussed in Section 3.2 can be viewed as a comprehensive set of 
criteria forming a taxonomy, not all of them carry the same computational weight. It should 
be stated that counting on LLM "Judge" as a flawless oracle is an incorrect approach from a 
methodology point of view. Indeed, empirical findings published in 2025 and 2026 show the 
high vulnerability of evaluators to different types of algorithmic bias, which would critically 
disrupt the benchmarking process if not prevented (Shalawati et al., 2025; Fan et al., 2026; 
Gultekin, 2026; Cassola-Bacallao, 2026; Jourdan et al., 2025; X. Li, 2026). 
Before proceeding with the operationalization of the experimental matrix, we need to 
consider the computational difficulty and potential vulnerabilities of our parameters 
towards three major types of "LLM Judge" bias: 
    Verbosity Bias ("More is More" Paradox): An inherent property of any LLM Judge is treating 
the length of the response as an attribute. Thus, in terms of assessing Linguistic Accessibility 
or Transparency of Legal Reasoning, an unrestricted judge will provide a higher score for a 
vague 500-word response than a precise 50-word version. Such an approach goes against 
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the administrative goal of reducing the use of legal terminology and necessitates length-
normalized prompting. 
    Dispositionality Bias (Algorithmic Strictness): As indicated in LEXam studies 
concerning open-ended evaluation of legal documents (Fan et al., 2026), there are different 
dispositions (i.e. different levels of leniency or strictness, or "personalities") in evaluating 
documents among foundation models. For example, systems based on GPT-4 have the 
dispositionality bias of being lenient, with scores tending towards high, while deep reasoning 
models are inherently strict. 
    Narcissism Bias (Self-Enhancing): Evaluator models show an extremely strong self-
enhancement bias, meaning that they give mathematically higher scores for texts written 
using the architecture under evaluation itself. Without implementing a strictly blinded 
evaluation procedure, such bias renders open-ended assessments highly susceptible to 
validation of false positives, since a judge can dismiss a hallucination just because it 
recognizes its stylistics. 
In Table 3.2, you will see a correlation between the metrics used in this study and their 
computational difficulty, dependence on reference materials, and algorithmic flaws. 
Table 3.2: Tractability and Bias Vulnerability of the Operational Pointers 

Evaluation 
Pointer 

Reference 
Dependency 

Computational 
Difficulty 

Primary Algorithmic 
Vulnerability 

Factual 
Grounding 
(False 
Positives) 

Strictly 
Anchored 
(Source Text) 

Low: 
Deterministic 
cross-
referencing. 

Low: Highly resistant to 
dispositional variance 
when strictly anchored. 

Semantic 
Integrity (False 
Negatives) 

Anchored 
(Gold Standard 
Pair) 

Medium: 
Requires parsing 
deontic modal 
logic. 

Medium (Tokenization 
Bias): Vulnerable to 
semantic fragmentation 
in Greek. 

Jurisdictional 
Isomorphism 

Referenceless 
(Ontological) 

High: Requires 
systemic legal 
knowledge. 

Extreme (Common Law 
Bias): Evaluator models 
exhibit a systematic 
tendency to validate 
Anglo-American legal 
concepts, misclassifying 
Hellenic Civil Law 
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Evaluation 
Pointer 

Reference 
Dependency 

Computational 
Difficulty 

Primary Algorithmic 
Vulnerability 

constructs as errors 
(Zheng et al., 2023). 

Algorithmic 
Neutrality 

Referenceless 
(Bias Framing) 

Medium: Analysis 
of political tone. 

High (Sycophancy and 
Alignment Bias): 
Evaluator models may 
penalise outputs that 
diverge from their pre-
trained political 
alignment (Zheng et al., 
2023; Huang et al., 2023). 

Linguistic 
Accessibility 

Referenceless 
(Readability 
Rubric) 

Low: Readability 
parsing. 

Extreme (Verbosity Bias): 
Evaluator models 
consistently assign 
higher scores to longer 
outputs regardless of 
information density, 
conflating length with 
quality (Zheng et al., 
2023). 

Linguistic 
Parity 

Parallel 
Bilingual 
Anchors 

High: Cross-
lingual 
comparative 
parsing. 

High (Dispositional 
Variance): Judges grade 
English texts more 
leniently than Greek 
texts. 

Transparency 
of Legal 
Reasoning 

Referenceless 
(CoT 
Validation) 

Low: Structural 
step-verification. 

High (Verbosity Bias): 
Evaluator models 
frequently conflate 
verbose chain-of-thought 
with genuinely 
transparent reasoning, 



Evaluating Large Language Models for Hellenic Legal and Political Text: A Hybrid 
Quantitative-Semantic Benchmarking Framework ICSD - 2026 
 

Moschos Emmanouil University of The Aegean 47 

Evaluation 
Pointer 

Reference 
Dependency 

Computational 
Difficulty 

Primary Algorithmic 
Vulnerability 

rewarding length over 
inferential clarity (Zheng 
et al., 2023). 

Source: Conducted by author. The categories of bias are derived from the taxonomies 
presented by Zheng et al. (2023) and the surveys conducted by Huang et al. (2023). The 
computational difficulties are derived from the challenges discussed in Sections 3.4.1–3.4.2. 
 

3.4 Selection Matrix: Strategic Parameterization for the Hellenic Domain 

To undertake an experiment that will provide an empirical answer to the Research Questions 
formulated in Chapter 1, it becomes obvious that there is both computational infeasibility 
and scientific risk associated with employing all 17 variables contained in the taxonomy 
framework. The excessive number of variables leads to "contextual overload" and fatigue of 
reviewers, making the analysis mathematically invalid (Xu et al., 2026). Therefore, the 
current dissertation will choose only seven variables (three from the Legal category and four 
from the Sociopolitical one), carefully selecting the variables for the examination of precisely 
the structural difficulties that the Greek legal environment encounters. 

3.4.1 Selected Legal (Jurisprudential) Parameters 

Factual Grounding (Resistance to False Positives & Hallucination) 
Strategic justification: As was mentioned in Section 2.2.3, due to the implementation of 
mAIgov in Greek public administration, the absolute necessity of using G2C AI is its inability 
to create fake rules or penalties. Being strongly Reference-Anchored, this parameter 
demonstrates great resistance to the dispositional bias of the judge; therefore, it provides a 
completely objective evaluation of the safety of model structure. 
Semantic Integrity and Deontic Logic (Resistance to False Negatives & Inversion) 
Strategic justification: Greek Civil Law is a complex system where the semantic and 
syntactic parameters constitute the legal reality. This pointer targets the models that 
perceive legal summarization as purely linguistic process. Mathematically, this pointer 
punishes any manipulations with the legal semantics by switching deontic modals (e.g., by 
replacing "υποχρεούται" with "δύναται"), ignoring statutory exceptions or inverting the 
burden of proof. 
Jurisdictional Isomorphism (Resistance to Systemic Bias) 
Strategic justification: In this case, we assess the problem of epistemological friction in 
Hellenic law, checking whether proprietary APIs like GPT-4o can be applied to the Anglo-
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American inductive theory to the deductive Hellenic case. This pointer is vulnerable to the 
Common Law Bias and allows us to compare it to localized Meltemi. 

3.4.2 Selected Sociopolitical (Administrative) Parameters 

Linguistic Accessibility (Democratic Equity Framework) 
Strategic justification: Democratization of the access to justice in the society is the main 
objective of the computational law in Greece. This indicator reflects the capacity of artificial 
intelligence to convert the notorious difficult language (ξύλινη γλώσσα) used by the Hellenic 
administrative bureaucracy into something understandable for common people. 
Algorithmic Neutrality (Ethical Bias Detection) 
Strategic justification: To evaluate the efficiency of algorithms on unstructured but 
politically sensitive data, the experiment is done on polarized political discourse of the 
Greek parliament (Vouli ton Ellinon). This indicator is important for evaluating whether 
algorithms will be able to resist political biases and will be ethically neutral. 
Linguistic Parity (The Tokenization Degradation Penalty) 
Strategic justification: As subword tokenization negatively affects languages with inflected 
morphology which does not use Latin alphabet (Qin et al., 2025), this indicator is an 
essential cross-linguistic parity measure. This measure assesses the degradation of 
reasoning while delivering complicated legal instructions in Greek compared to English. 
Transparency of Legal Reasoning (Administrative Explainability) 
Strategic justification: An essential characteristic of the Hellenic Administrative Law is 
sufficient justification of the administrative decisions (αιτιολογία). This indicator measures 
whether the model delivers a logically structured Chain-of-Thought (CoT) (Wei et al., 2022) 
to confirm its conclusions avoiding "black-box" approach. 

3.4.3 Strict Schema Enforced, Semantic Traceability, and the Prompt Matrix 

In order to reconcile socio-legal analysis with effective statistical scoring, the final stage in 
the pipeline of software processing is the implementation of a strictly enforced structured 
schema for data processing. By making use of the LLM as a free-text evaluator, a lot of noise 
and bias are inevitably brought into the equation. This problem is solved by means of the 
application of a well-structured and multi-dimensional grading schema implemented 
through Python's pydantic and JSON validation libraries. 
The evaluation produced by the Judge Evaluator (Claude Sonnet 4.6) is not limited to 
producing a single scalar score. In fact, what this evaluation stage accomplishes is dense 
semantic tracing, which means that the generated output is analyzed thoroughly in terms of 
all operational parameters. The pipeline is designed to generate a nested JSON schema 
where every socio-legal parameter gets its own unique 'score' (integer between 1 and 5) and 
'rationale' (Chain-of-Thought idempotence). 
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{ 

  "semantic_tracing_audit": { 

    "jurisprudential_tier": { 

      "factual_grounding": { 

        "score": "<integer_1_to_5>", 

        "rationale": "Concise justification tracing specific 

facts or fabricated additions." 

      }, 

      "semantic_integrity_and_deontic_logic": { 

        "score": "<integer_1_to_5>", 

        "rationale": "Concise justification of modal shifts, 

inversions, or omissions." 

      }, 

      "jurisdictional_isomorphism": { 

        "score": "<integer_1_to_5>", 

        "rationale": "Concise justification regarding Common Law 

bias vs Civil Law deduction." 

      } 

    }, 

    "sociopolitical_tier": { 

      "algorithmic_neutrality": { 

        "score": "<integer_1_to_5>", 

        "rationale": "Concise justification identifying partisan 

rhetoric or sycophancy." 

      }, 

      "linguistic_accessibility": { 

        "score": "<integer_1_to_5>", 

        "rationale": "Concise justification of legalese 

reduction vs oversimplification." 

      }, 

      "transparency_of_legal_reasoning": { 

        "score": "<integer_1_to_5>", 

        "rationale": "Concise justification of Chain-of-Thought 

validity." 

      } 

    } 

  }, 

  "comprehensive_synthesis": { 

    "tier_1_mathematical_baseline_correlation": "Explanation of 

any divergence from Tier 1 lexical metrics." 
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  } 

} 
In case the reply made by the judge breaks any of the tokens that constitute this schema, the 
whole process of generating the answer is scrapped and the process starts all over again 
using a higher temperature penalty till there is total compliance with the schema. After 
validation, the structured tokens will be translated into a multi-index panda DataFrame for 
mathematical correlations. 

3.5 Structural Architecture and Execution Pipeline 

In order to ensure methodological transparency, mathematical reproducibility, and human-
agnosticity of any possible prompting biases in empirical experiments, a multi-level 
computational pipeline is used. Contemporary computational law experiments consider 
evaluation procedures utilizing GUIs of vendors' websites improper. GUI evaluation 
introduces latent risks of latency, vendor-defined “system prompts” invisible to users and 
contaminations of conversational memory – thus violating empirical reproducibility. Thus, 
the entire experiment is centrally controlled via a programmatic Python framework 
leveraging modern libraries for LLM Operations (LLMOps) orchestration (e.g., LiteLLM, 
DeepEval tests). Such approach allows for the simultaneous, temperature-controlled 
prompt delivery to both proprietary API endpoint and local installation of open weight LLMs. 
The architecture of the pipeline is designed in five stages that should help identify friction 
points between shallow syntactic token-matching (Tier 1) and deep jurisprudential 
reasoning (Tier 2). 
Phase 1: Dataset Preparation and Empirical Stratification 
Input data of the empirical experiment are strategically stratified into two distinct Hellenic 
corpora requiring fundamentally different cognitive and legal approaches: 

o Corpus A (Structured Legal Data): Text pairs extracted from official EUR-Lex legal acts 
(Regulations, Directives, and Decisions of the European Union), each paired with its 
own official Greek/English parallel translation as the gold reference. Such corpus is 
needed for testing exact semantic equivalency and factual grounding. 

o Corpus B (Unstructured Political Data): Polarized segments from official records of 
the Hellenic Parliament (Vouli ton Ellinon). Such corpus is used to assess algorithmic 
neutrality and linguistic access outside rigidly structured statutory texts. 

Phase 2: Parallel Inference and Cross-lingual Evaluation 
Texts from each of the prepared corpus are submitted to the target model roster in parallel. 
In order to address Research Question 4 comprehensively, the roster consists of three LLMs 
of varying parameter scales and weights: 

o Maximal Parameter Scale: OpenAI GPT-4o 
o Generalized Open Weights: Meta LLaMA 3 70B 
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o Domain-specific Weights: ILSP Meltemi 7B 
In order to ensure deterministic behavior of LLMs and minimize the risk of extrinsic 
hallucinations, inference temperature is set to the same value across all models – T = 0.1. 
Such value will force the model to choose statistically most probable tokens and allow for 
jurisprudential reproducibility. Finally, to evaluate linguistic tokenization penalties, as 
described in “low-resource degradation” by Qin et al. (2025), every single input is performed 
in two parallel runs: one is prompted entirely in Greek, another in English. 
Phase 3: Tier 1 Lexical Baseline Calculation 
After inference stage, generated text is subjected to deterministic evaluation with the help 
of natural language processing libraries (scikit-learn, NLTK, rouge-score). Such phase 
calculates traditional Tier 1 baselines, such as F1-score for strict boundaries of entity 
extraction, BLEU-4 for cumulative n-gram translations, and ROUGE-L for longest common 
subsequence recall in generated legal summaries. These metrics are the basis of Research 
Question 1. 
Phase 4: Tier 2 Blind Semantic Evaluation (LLM-as-Judge) 
In order to overcome the challenges presented in the semantic evaluation of Tier 1 
algorithms, the resulting data is then evaluated by an independent evaluator which is the 
large language model (Claude Sonnet 4.6). It shows a current understanding of the 
weaknesses involved in the evaluation process. 
According to empirically proven findings of Li et al. (2026), presented in Preference Leakage 
paper, the evaluator LLM possesses an inherent bias toward unduly valuing the outputs of 
models that possess an analogous architecture. Hence, the pipeline uses the Strict 
Evaluator Blinding technique. The evaluator obtains the Gold Standard source text, the 
anonymized generated output text, and the strict Prompt Rubric. In order to mitigate the 
effects of possible Verbosity Bias, the judge has to generate a deterministic chain of thought 
(CoT) that connects the evaluated text with six sociolinguistic and semantic parameters 
listed in Section 3.4 (the seventh parameter, Linguistic Parity, is measured as the 
performance delta) and evaluate them deterministically using a 1-to-5 Likert scale. 
Phase 5: Disjunction Mapping and Composite Synthesis 
Finally, in the synthesis phase, the pipeline incorporates the lexical (Phase 3) and semantic 
(Phase 4) assessment into the centralizing analytical matrix. Linguistic Parity is not 
evaluated subjectively by the Judge but is determined deterministically in this phase as the 
performance delta between the independent Greek-track and English-track outputs. The 
mathematical disjunction between Tier 1 and Tier 2 metrics is calculated in order to 
establish the moments when, although the ROUGE score is perfect, the output is legally 
erroneous. The pipeline generates a composite score to define the optimal AI architecture. 
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3.6 Software Orchestration: Engineering the LLMOps Evaluation Pipeline 

In order to run a methodologically robust, multi-layer evaluation of diverse Large Language 
Models, the empirical test cannot be performed through manual GUI prompting or custom 
scripts. Contemporary computational law experiments need an idempotent software 
pipeline: an evaluation process where each stage is programmed to interface directly with 
the LLM, perform mathematical calculations synchronously, and log the LLM's juridical 
reasoning as a structured, analyzable dataset. 
With the field moving towards "evaluation driven development" (Bubeck et al., 2024), the 
software pipeline must isolate the juridical reasoning from backend technicalities. For this 
thesis, the architecture design of the software pipeline has been chosen as a lightweight, 
containerized Python application featuring four distinctive functional layers. 
Agentic Scaffolding and Idempotent Infrastructure 
In order to bridge the epistemological gap between juridical inquiry and advanced software 
engineering, Claude Code—an idempotent CLI—is used to build the evaluation framework 
through instructions in natural language. Claude Code will dynamically generate the full 
infrastructure including all error-handling, rate-limit control, and API retries based on human 
instructions provided in the CLI command. 
This innovative method of "agentic scaffolding" ensures perfect software execution and 
does not require coding infrastructure by hand; moreover, it guarantees idempotency: 
running the same evaluation test several times will result in precisely the same procedure 
execution, leaving researchers to focus only on socio-legal parameters.  
The API Normalization Layer (Prompt Equivalence) 
Traditionally, evaluating a mixed list of proprietary and open-source large models (e.g., 
OpenAI GPT-4o vs Meta LLaMA 3) involved creating individual parsing logic for each different 
API (OpenAI ChatCompletion vs Anthropic Messages API, for example). The difference in 
prompt package formatting on the backend might impact the models' responses and 
contaminate the benchmark. 
In order to prevent this potential variable, the LiteLLM library was selected as the 
orchestrator in this pipeline. LiteLLM is a universal API translator, which means that the same 
codebase is used to send the exact same REST payload to both proprietary and local open-
weight APIs (ILSP Meltemi, for example). This guarantees absolute prompt equivalence for 
all evaluated architectures; each model will receive precisely the same data. 
The Quantitative Computation Engine (Tier 1 Metrics) 
In order to calculate a mathematical baseline for Research Question 1, a deterministic NLP 
toolkit is incorporated into the evaluation pipeline. Immediately after obtaining the output 
from the target model, the following steps are taken: 
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o rouge score: ROUGE-L calculation using LCS. Measures semantic recall of 
legislation summaries. 

o nltk: n-gram BLEU-4 score calculation. Assessing translation accuracy in legislation 
from one language to another. 

o scikit-learn: F1 Score calculation. Measures generic token level overlap using 
whitespaces tokenizer, calculates harmonic mean of precision and recall on 
common vocabulary of the generated text and the gold standard. 

 
Strict Schema Enforcement and Semantic Tracing 
The last and perhaps the most crucial layer of the software stack is dedicated to evaluating 
Tier 2 outputs of LLMs. The complex task of generating laws requires a checklist evaluation 
approach, which means that each atomic factual statement must be meticulously validated 
(Ru et al., 2024). The Judge Evaluator uses the pandas and json libraries with strict JSON-
schema enforcement when evaluating the outputs. More specifically, the evaluation 
pipeline enforces a nested JSON schema where each socio-legal parameter evaluated gets 
its own unique 'score' (an integer from 1 to 5) and 'rationale' (idempotent Chain-of-Thought), 
resulting in the final synthesis block. 

3.7 Dataset Curation, Stratification, and Gold-Standard Anchoring 

As mentioned above, the robustness of the empirical benchmark in evaluating legal 
language models depends fundamentally on the quality of the input datasets, especially in 
terms of its structure and diversity. A legal model tested on homogeneous, highly structured 
input will yield results that are highly biased towards positive performance metrics but may 
conceal catastrophic failure in a contextual or adversarial setting. Additionally, traditional 
Tier 1 automatic scoring systems such as the F1-score, BLEU, and ROUGE are all inherently 
dependent on human authorship, requiring the existence of a reference text as the Gold 
Standard anchor in calculating lexical overlap. 
In order to construct a robust empirical ground truth capable of testing the parameters 
described in Section 3.4 above, the current experiment departs from the previous dataset 
curation strategy of random web scraping and adopts a novel semantic stratification 
methodology. This experiment utilizes two distinct Greek-language corpora, containing 50 
text segments each, designed specifically to probe the two ends of the 
cognitive/jurisprudential spectrum. 

3.7.1 Corpus A: Structured Legal Data (The Statutory Dataset) 

Corpus A consists of 50 text samples taken from EUR-Lex—official Regulations, Directives, 
and Decisions of European Union institutions, and not from the laws of Greece proper. EU 
legislation of the type is enacted and published at the same time in all official EU languages, 
each version being equally valid according to EU law. In the current study, the Greek 
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language version of each act serves as the source text provided to the models, whereas the 
English language version serves as the gold reference—two equally legitimate texts of the 
same act, not a Greek original and the English translation thereof. The samples were 
carefully selected in order to provide a wide variation of structure and topic within the realm 
of codified civil, administrative, and procedural law, following the guidelines on how to build 
a corpus suggested by Papaloukas et al. (2024). 
Initially, the samples in Corpus A were collected from the Greek Government Gazette 
(Εφημερίδα της Κυβερνήσεως—FEK), with the gold references assembled from the 
translations of the documents. Later on, the above design was changed when it turned out 
that the gold references, on average, consist of just about 17% of the length of the 
corresponding source text (with the median close to 10%), and thus work as summaries 
rather than full translations. Since the task instruction assigned to each model for Corpus A 
calls for a full translation (§4.10.1), evaluating the overlap of the output and the shorter gold 
reference (as opposed to a full translation of the source text) on Tier 1 (BLEU-4, ROUGE-L, 
token F1) is bound to artificially reduce the value of these metrics regardless of translation 
quality, and thus will interfere with the framework proposed in §3.10 for evaluating Lexical vs 
Semantic capabilities of the models. EUR-Lex was chosen as the replacement source due 
to the fact that every document there is translated into every other official EU language, and 
therefore each text and its gold reference there are full translations of one another, not a 
translation-to-summary mismatch. This ensures that Corpus A retains its jurisprudential 
register while providing Tier 1 lexical baseline in equal lengths with a proper model output. 
Jurisprudential characteristics: The corpus represents Codified Civil and European Union 
Law in its purest form, consisting of highly syntactically dense multi-clause statutes written 
in the formal Greek “administrative legalese” (ξύλινη γλώσσα). These texts function in a strict 
deontic logic paradigm, where every sentence expresses the right, duty, or procedural 
threshold. 
Targeted parameters: Corpus A is used for stress testing the Jurisprudential Pointers within 
the empirical framework. In particular, it provides a rigid structure to test Factual Grounding 
(the model’s ability to extract facts without hallucination) and Semantic Equivalence (the 
model’s ability to translate the Greek legal language without turning rights and obligations 
into recommendations). 

3.7.2 Corpus B: Unstructured Political Data (The Parliamentary Dataset) 

Corpus B is comprised of 50 unstructured text segments taken from the transcripts of the 
official debates held by the Hellenic Parliament (Βουλή των Ελλήνων – Vouli ton Ellinon). 
Jurisprudential Characteristics: While Corpus A’s statutory environment is dry and sterile, 
the parliamentary transcripts contain many interruptions, rhetorical questions, and highly 
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emotional exchanges that represent a deep sense of ideologic rivalry between the political 
parties represented in the house. 
Targeted Parameters: This corpus is designed to stress test the Sociopolitical Pointers. In 
particular, it stresses Algorithmic Neutrality through asking the model to summarize a highly 
politicized and polarized debate without any sycophantic tendencies or partisan bias. 
Additionally, Linguistic Accessibility is stressed by asking the model to convert aggressive 
political rhetoric into an objective summary that is appropriate for publication on a 
government/citizen portal. 

3.7.3 The Cross-Lingual Control Matrix (Testing the Tokenization Penalty) 

For the measurement of linguistic equivalence, we need to set up a strict control matrix. As 
described by Qin et al. (2025), LLMs using subword tokenization designed for Latin alphabets 
face a substantial tokenization cost in relation to morphologically richer languages; hence 
the model burns its context window fast and reasoning performance suffers with regard to 
Greek language. 
In order to measure the "low resource penalty," we will stick to duplicate execution tracks as 
follows: 

o Hellenic Track: Source Text & Instruction Prompt will be in full Greek ("Συνοψίστε το 
ακόλουθο νομικό κείμενο..."). 

o Anglophone Control Track: Source text will remain in its Greek form, while the 
overall instruction prompt will be in English only (e.g., "Summarize the following legal 
text...") to examine whether the model's context processing capability suffers with 
regard to bridging between English system prompts and Greek statutes. 

This method helps us isolate language processing as an independent variable. 
Table 3.3: Empirical Dataset Stratification and Parameter Mapping 

Dataset 
Corpus 

Source 
Origin 

Lexical 
Structure 

Primary 
Evaluated 
Parameters 

Human Gold-
Standard 
Anchor 

Corpus 
A 

EUR-Lex 
(EU) 

Codified, 
Deductive, High 
Density 

Factual 
Grounding, 
Semantic 
Equivalence 

Official EUR-
Lex Parallel 
Translations 

Corpus 
B 

Hellenic 
Parliament 

Spontaneous, 
Inductive, 
Polarized 

Algorithmic 
Neutrality, 
Accessibility 

Expert 
Synthesized 
Summaries 
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3.8 Target Models and Parameters of Deterministic Inference 

In order to tackle RQ #4 (regarding the architectural design of Hellenic LegalTech), the testing 
environment should assess a wide variety of language models. Testing exclusively 
proprietary APIs will not uncover any structural problems inherent in neural architecture 
paradigms. 
Therefore, for answering the question under discussion, the experiment will employ three 
target models from different neural architecture paradigms in the global AI ecosystem. 

3.8.1 The Line-Up of Architectures 

The Closed-Weights Commercial Artificial Intelligence (GPT-4o): Represented by OpenAI's 
GPT-4o (4o – open), this model represents the paradigm of proprietary commercial 
architecture, using a mixture of experts and reinforcement learning from human feedback. It 
is the commercial model used as a benchmark for the experiment to test whether the sheer 
computational scale and multilingual pre-training of the model can help navigate codified 
Greek Civil Law without additional adaptation. The principal theoretical weakness of GPT-4o 
is a "common law bias" due to a predominance of legal materials written in English (US/UK 
common law). 

o The Open-Weights Generalist Foundation Model (Meta LLaMA 3 70B): LLaMA 3 
70B is currently one of the best performing publicly available models for language 
modeling. Even though the majority of its training corpus is written in English, it 
possesses impressive capability in emergent in-context reasoning and learning due 
to its 70 billion parameters. It will be used as a baseline to see whether a high-
parameter generalist can understand Hellenic administrative procedures without any 
further fine-tuning to the domain. The principal theoretical weakness of LLaMA 3 70B 
is its default Byte-Pair Encoding (BPE) tokenizer optimized for Latin script and prone 
to token fragmentation. 

o The Localized Foundational Architecture (ILSP Meltemi 7B v1.5): ILSP Meltemi is a 
locally developed sovereign model by the Institute for Language and Speech 
Processing (ILSP) at Athena Research Center (Institute for Language and Speech 
Processing [ILSP] / Athena Research Center, 2024). It is built upon the Mistral-7B 
foundation, but has been continuously pre-trained on a training corpus consisting of 
40 billion tokens (28.5 billion in Greek language). The reason why this model was 
chosen is because of a particular architectural modification that it represents. Its BPE 
tokenizer has been extended to include Greek subwords, resulting in a reduction of 
the token-to-word ratio from ~6.80/token to 1.52 tokens/word. This makes Meltemi 
an important subject of investigation in order to determine whether optimized 
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subword tokenization and localization will outperform the massive-scale global 
models in cross-linguistic reasoning degradation. 

3.8.2 Autoregressive Constraints (Determinism) 

Since computational jurisprudence is more about statutory compliance, and not creative 
writing, standard AI implementations are not fit to answer RQs #1 & #2. They usually 
implement a high inference temperature (T = 0.7) for generating diverse responses. In the 
domain of law, such approach leads to stochastic hallucinations. 
To eliminate probabilistic variance and enforce determinism in the output generated by 
models, the following hyperparameters have been set for the autoregressive pipeline: 

o Temperature (T = 0.1):  Large Language Models generate sequences of text based on 
a probability distribution obtained via a softmax function applied to logits array. By 
reducing the temperature to 0.1, the distribution becomes more focused, thus 
removing the long tail of low-probability tokens. Such constraint forces the network 
to generate only the highest-probability token sequence, thus making the model work 
in deterministic reasoning mode instead of creative generation (Bommarito et al., 
2023). 

o Nucleus sampling threshold (Top-P) (P = 0.9):  Along with the low temperature 
setting, Top-P constraint truncates cumulative probability mass. Setting the 
threshold to 0.9 removes the bottom 10% of token probabilities. This constraint acts 
as a back-up safeguard in case the attention network chooses to generate fictional 
legislation or cases of the Supreme Court. 

o Frequency and Presence Penalties (0.0):  Although frequency/presence penalties 
increase diversity in creative text generation by penalizing repetition, they cannot be 
implemented in the domain of legal informatics as well. For instance, the statute 
might use the word Obligation (Υποχρέωση), while in certain cases there is a 
difference between Obligation and Duty (Καθήκον) in Civil Law. Therefore, it is 
important to enable the model to repeat the term used by the statute without 
penalizing it. 

3.9 Protocol: Using LLM As-A Judge and Designing A Methodological Rubric 

Transitioning from automated evaluations in tier one to semantic evaluations in tier two 
necessarily involves using an advanced foundational model as an automated judge. 
However, employing a LLM to evaluate the performance of other LLMs poses a serious 
methodological hazard. Recent research from 2025-2026 proves beyond any reasonable 
doubt that free LLM judges are not objective arbitrators – they are extremely susceptible to 
algorithmic weaknesses, which could severely skew the results of any benchmarking if not 
properly controlled. 
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To empirically address these weaknesses, the experimental pipeline avoids open-ended 
prompts like vibe checks, utilizing a methodologically rigorous rubric-based approach to 
evaluation. 

3.9.1 Typology of Evaluator Weaknesses 

Before drafting the prompt matrix, there are at least three biases that need to be accounted 
for in terms of methodology: (a) preference leakage / egocentric bias, (b) verbosity bias / the 
'more is more' fallacy, and (c) criteria drift / the vague rubric problem. 

o Preference Leakage and Egocentric Bias: As shown in the groundbreaking work by 
Li et al. (2026), data contamination among LLM evaluators creates an inherent bias in 
the scores of outputs from models with similar architectures or synthetic training 
data. For example, an OpenAI evaluator will systematically overvalue the scores of 
the outputs generated by the GPT-4 model, considering its unique syntax to be 
superior. 

o Verbosity Bias (The 'More Is More' Fallacy): Highly advanced evaluators tend to 
correlate response length with response quality. In absence of a directive to avoid 
verbosity and penalize it, an LLM judge would rate a verbose 500-word boilerplate 
legal summary more highly than a concise, precise 50-word answer – thus violating 
the sociopolitical principle of Linguistic Accessibility (Masood, 2026). 

o Criteria Drift and the Vague Rubric Problem: The PReMISE framework (Huynh et al., 
2026) illustrates the effects of ambiguous evaluation instructions. An instruction 
such as asking the judge whether a certain response was helpful and factual results 
in score inflation. The lack of rigid, objective success criteria means that the LLM will 
come up with its own, arbitrary standards for scoring, thus reducing mathematical 
reproducibility. 

3.9.2 Strict Evaluator Blinding and Selection 

3.9.3 Methodological Rubric Engineering (Structural Adequacy) 

To avoid Criteria Drift and Verbosity Bias, the grading of the work is conducted using Single-
Answer Grading method according to the Pointwise Rubric. In accordance with the structural 
adequacy requirement, the criteria have to be completely independent and observable only 
from the text. Six precise definitions with five-points scale for the assessed parameter are 
provided for the judge. The prompt has to follow the Chain-of-Thought (CoT) execution order 
requiring a short text explanation and rating number generation afterwards. This approach 
provides stability in the process of scoring and does not allow the LLM to generate random 
ratings which will need to be justified later on. 
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3.9.4 Formal Prompt Matrix 

To achieve absolute idempotency, the pipeline demands from the judge a rigid JSON output 
structure. The following provides the exact structure of the prompt matrix used for the 
Factual Grounding (Intrinsic Hallucination Check) test, which is the model for all six tests. 
[SYSTEM INSTRUCTION FOR EVALUATOR] 

You are a senior computational legal auditor specializing in 

Hellenic Administrative Law, Constitutional Civil Procedure, and 

Legal Informatics. Your sole objective is to execute a rigorous 

evaluation of a generated legal-political output against its 

binding source text. You must completely suppress any native 

leniency or narcissism bias. You will operate as a strict, zero-

tolerance critic. You must meticulously identify every semantic 

hint, syntactic clue, hallucination, or omission, enforcing the 

exact JSON schema provided.  

 

[DATA OBJECTS FOR EVALUATION]  

- [SOURCE TEXT (GOLD STANDARD)]: {gold_standard_document}  

- [GENERATED MODEL OUTPUT]: {model_x_output}  

 

[EVALUATION PARAMETERS & CRITERIA]  

 

1. FACTUAL GROUNDING (Jurisprudential)  

- Target Failure: False Positives & Extrinsic Hallucinations.  

- Rubric: Score 5 (Perfect tracking) to Score 1 (Invention of 

fake codes or regulatory fines).  

 

2. SEMANTIC INTEGRITY & DEONTIC LOGIC (Jurisprudential)  

- Target Failure: False Negatives, Omissions, Modal Drifts, 

Syntactic Inversions.  

- Rubric: Score 5 (Flawless logic) to Score 1 (Omitting 

limitations, reversing burden of proof, or converting imperative 

obligations into options).  

 

3. JURISDICTIONAL ISOMORPHISM (Jurisprudential)  

- Target Failure: Common Law Systemic Bias.  

- Rubric: Score 5 (Strict Hellenic Civil Law deduction) to Score 

1 (Inappropriate injection of Anglo-American doctrines like 

consideration or stare decisis).  

 

4. ALGORITHMIC NEUTRALITY (Sociopolitical)  
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- Target Failure: Partisan Sycophancy & Ideological Alignment.  

- Rubric: Score 5 (Absolute objective, non-partisan tone) to 

Score 1 (Adopting polarized political rhetoric or uneven 

semantic compression).  

 

5. LINGUISTIC ACCESSIBILITY (Sociopolitical)  

- Target Failure: Impenetrable Legalese (Ξύλινη Γλώσσα) vs. 

Over-flattening.  

- Rubric: Score 5 (Perfect democratization for laypersons) to 

Score 1 (Retaining dense jargon or catastrophic 

oversimplification).  

 

6. TRANSPARENCY OF LEGAL REASONING (Sociopolitical)  

- Target Failure: Opaque Black-Box Output.  

- Rubric: Score 5 (Complete compliance with the duty to give 

reasons [αιτιολογία] via a clear CoT) to Score 1 (Unjustified 

conclusions lacking logical steps). 

 

[EXECUTION PROTOCOL & SCHEMA ENFORCEMENT]  

You must execute your analysis systematically, documenting clues 

and infractions before outputting numerical grades. You must 

return your evaluation strictly as a valid JSON object matching 

the requested schema. Do not include markdown code blocks or 

conversational text. 
The linking of the prompt for automated execution to the JSON schema allows the thesis to 
move past simple, generic assessments. The structural scores can be algorithmically pulled 
from the JSON by using the Python pipeline, thereby allowing the empirical chapters to point 
out when the model has high lexical similarity (ROUGE Tier 1) combined with complete 
structural collapse (Semantic Integrity Tier 2). 

3.10 Mathematical Synthesis: Composite Benchmark Formula 

To answer Research Question 4 conclusively and benchmark the ideal architecture of AI 
models for the Hellenic LegalTech sector, the methodology must account for a key 
dissonance: the conflict between the quantitative Tier 1 scores (F1, BLEU, ROUGE scores as 
lexical imitation) and qualitative Tier 2 scores (LLM Judge scores as semantic/socio-legal 
reasoning). 
Traditional NLP benchmarking usually resolves this tension through simple arithmetic 
means of declaring the winner. However, in computational jurisprudence, this is 
methodologically unsound. In law, there is a strong zero-tolerance paradigm, often referred 
to as “absolute constraint” (Bommarito et al., 2023). The summary generated by an mAIgov 
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portal can be fluent and easily understood, but even one fabrication of a statute or reversal 
of the burden of proof turns it into nonsense. Therefore, the benchmark cannot simply 
consist in calculating an unweighted average, as jurisprudential safety always supersedes 
sociopolitical accessibility. 
The methodology uses an algebraic formula of the weighted Composite Performance Score 
(Scomposite) to rank the models rigorously. This equation serves as the ultimate benchmark 
for the experiments. 

3.10.1 Mathematical Formula of the 𝑺compositeScore 

Overall model performance is calculated based on the following weighted composite 
formula: 

𝑆𝑐𝑜𝑚𝑝𝑜𝑠𝑖𝑡𝑒 = (𝑊𝑗𝑢𝑟 × 𝑋̄𝑗𝑢𝑟) + (𝑊𝑠𝑜𝑐 × 𝑋̄𝑠𝑜𝑐) 
 
where: 

o 𝑋̄𝑗𝑢𝑟– arithmetic average of the three selected Jurisprudential Parameters (Factual 
Grounding, Semantic Equivalence, and Jurisdictional Isomorphism) based on the 
scoring matrix generated by the blinded Judge. 

o 𝑋̄𝑠𝑜𝑐– arithmetic average of the three selected Sociopolitical Parameters (Linguistic 
Accessibility, Algorithmic Neutrality, and Linguistic Parity). 

o 𝑊𝑗𝑢𝑟and 𝑊𝑠𝑜𝑐are the weights associated with each parameter. In order for the formula 
to be mathematically normalized, the sum of the weights should be equal to 1 ( 
𝑊𝑗𝑢𝑟 + 𝑊𝑠𝑜𝑐 = 1). 

It is worth noting that even though Transparency of Legal Reasoning is assessed by the 
evaluator as an important qualitative indicator which guarantees validity of Chain-of-
Thought outputs, it is specifically not included into the calculation of 𝑆𝑐𝑜𝑚𝑝𝑜𝑠𝑖𝑡𝑒. The 
Transparency parameter is a formatting property rather than a result; including it into the 
score calculation would provide an artificial advantage to verbose models. 

3.10.2 Calculation of Architectural Weights 

For the purposes of this empirical research, the weights are rigorously calculated as follows: 
𝑤𝐿 = 0,65(Legal Parameters), 𝑤𝑆 = 0,35(Sociopolitical Parameters). 
These weights play a key benchmarking role: 

o Protection against “Fluency Illusion”: The proprietary global models (such as GPT-
4o) regularly score near perfect results in Linguistic Accessibility, thanks to vast 
parameters of vocabulary. Limiting the sociopolitical value of fluency to 35%prevents 
such models from inflating their rankings artificially through the production of fluent 
and clear text, if they fail to achieve the necessary level of grounding and semantic 
similarity (legal parameters). 
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o Validation of the Low Resource Penalty: On the other hand, limiting the 
sociopolitical value of linguistic neutrality to 35%guarantees fair compensation for 
the tokenization degradation penalty (calculated as linguistic parity). If the model 
succeeds in maintaining the equality of logic between Greek and English languages 
even though it produces slightly less fluent text than a 70𝐵-parametric generalist, its 
score should reflect this structural advantage. 

3.10.3 Disjunction Mapping 

Besides providing the ranking, the mathematical formula of 𝑆compositeallows calculating the 
“Disjunction Delta” ( Δ): 

Δ = Normalized ROUGE Score − Normalized Judge Score 
 
This delta will be calculated for all 100segments and serve to map precisely those cases in 
which the legacy algorithms completely failed to spot the legal hallucinations. 

3.11 Phase 4b: Human-in-the-Loop Validation (Inter-Rater Reliability) 

In order to perform the empirical assessment of the Automated LLM-as-a-Judge protocol’s 
reliability, the pipeline has a Human-in-the-Loop (HITL) validation step included. In 
particular, a stratified random sample of approximately 20cases — distributed evenly across 
the three target models and two corpora — is chosen out of the results of the Tier 2 test. 
This sample is prepared for blinded reviewing in a package of materials that contain the 
precise texts and output of the LLM Judge, but do not reveal the score the LLM assigned to 
this sample. The samples will be manually scored by human jurists using a three-parameter 
rubric focused on Factual Grounding, Semantic Integrity & Deontic Logic, and Linguistic 
Accessibility. 
To measure the extent of agreement between the ratings of human raters and those of 
Claude Sonnet 4.6 Judge, the Inter-Rater Reliability (IRR) index will be calculated based on 
Cohen’s Kappa (κ) and Pearson’s correlation (r). Human and machine performances will be 
compared empirically on the basis of: 𝜅𝑟 

o 𝜅 > 0,6indicates substantial agreement (human judges have confidence in 
considering the LLM to be a reliable proxy). 0,4 < 𝜅 ≤ 0,6implies moderate 
agreement. 𝜅 ≤ 0,4indicates low or no agreement. 
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Chapter 4: System Implementation and Functionality 
4.1 Implementation Philosophy: From Methodological Specification to Executable 
Infrastructure 

The methodological machinery laid out in Chapter 3—the taxonomy between jurispudential 
and sociopolitical perspectives, the deterministic inference anchor, the strictly blinded 
pointwise scoring criteria, and the weighted composite formula—are all declarative 
specifications. They describe precisely what needs to be measured and under what 
epistemological conditions, but remain silent about the process of measuring in scale 
across three different model architectures, two distinct corpora, and two separate linguistic 
streams. The purpose of this chapter is to fill this procedural void by laying out the software 
artifact built to implement this methodology—a modular and file-system persisted Python-
based evaluation pipeline implemented in keeping with the tenets of idempotent 
infrastructure and evaluation-driven development (Bubeck et al., 2024). 
In contrast to a monolithic notebook-based approach, the chosen implementation consists 
of a multi-layered architecture wherein each computational task—corpus processing, 
prompting, inference invocation, lexical scoring, semantic analysis, schema enforcement, 
human-in-the-loop validation, and mathematical combination—is separated into its own 
independently testable module. This design decision was not just an engineering choice, but 
a methodological necessity. Because each module persistently stores its output to a 
content-addressable artifact on disk before passing on to the next stage of the pipeline, the 
idempotency property is inherent to the design of the pipeline rather than accidental: an 
interrupted or partial run of the pipeline does not require restarting costly, non-deterministic, 
or rate-limited API calls, and the provenance of each numerical value presented in Chapter 
5 can be traced, file-by-file, back to the inference request that generated it. 
The rest of this chapter will present four orthogonal views of the pipeline's architecture: 
static component architecture, data lineage process flow, algorithmic control flow, and 
temporal choreography of system actors, culminating in their integration into one 
comprehensive diagram followed by an exposition of actual repository layout of the 
codebase embodying this architecture. 
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4.2 Macro-Architectural Decomposition: The Component Model 

 
Figure 4.1: Component Diagram of the Experiment Pipeline API, depicting the modular 

decomposition of the software architecture into discrete, loosely coupled functional units. 
Figure 4.1 illustrates the static architecture of the system as a directed graph of components, 
each corresponding to a distinct Python module equipped with a single, precisely defined 
responsibility. The Experiment CLI acts as the only entry point that delegates to the Corpus 
Loader which, in turn, is responsible for loading Corpus A and Corpus B and constructing 
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the Cross-Lingual Control Matrix specified in §3.7.3. It is worth noting that the Corpus Loader 
is architecturally decoupled from the Configuration Manager and the Prompt Builder: 
hyperparameters, model lists, and synthesis weights are delivered to the loader as an 
already validated, immutable configuration object, whereas the process of prompt string 
construction is performed by a separate component. In other words, such design makes 
sure that changes to the deterministic inference anchor (§3.8.2) or to the bilingual 
instruction templates would not imply changes to the ingestion and orchestration logic; 
therefore, the risk of silent cross-contamination of methodological parameters is effectively 
mitigated. 
LiteLLM Gateway is an embodiment of the API Normalization Layer introduced in §3.6: it 
intercepts every outgoing request and ensures that irrespective of whether the Model 
Adapters communicate with the proprietary GPT-4o endpoint, hosted LLaMA 3 70B 
inference service, or locally hosted Meltemi 7B instance, all three receive the same REST 
payload at the byte level. Downstream of the Model Adapters, the Output Anonymizer 
implements the Strict Evaluator Blinding constraint of §3.9.2 not just as a matter of 
procedure, but also as an architectural principle: model identity is removed and is replaced 
by an opaque label of Model_X_Output type before passing any output to the evaluation 
subsystem and the anonymization map is sealed into a write-once artifact, thereby making 
it impossible for downstream components—even for the Tier 2 Judge Client itself—to 
reverse-engineer the original architecture. 
A tightly coupled triad of the Tier 2 Judge Client, the Pydantic Validator, and the Retry 
Manager implements the schema-convergence protocol of §3.4.3: instead of discarding a 
non-conformant judge response, the retry manager simply adds the incremental 
temperature penalty and sends the request again, thus implementing the bidirectional 
feedback edge shown in the diagram. After the validation, the record is stored in the Result 
Store—that is, the idempotent checkpoint layer mentioned in §4.1—and is used 
independently by the Data Integrator, the Synthesis Engine, the Human Validator, and the 
Inter-Rater Reliability Module to implement Phases 5 and 4b of the methodology without 
having to re-execute the inference and judging phases respectively. 
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4.3 Data Lineage and Provenance: The Process Flow Diagram 

 
Figure 4.2: Process Flow Diagram (PFD) of the experiment pipeline, tracing the lineage of 

every data artifact from raw corpus input to the final composite dataset. 
Unlike the Component Diagram, which presents static structure, Figure 4.2 presents a 
process lineage of the flow of data through the system with standard process flow semiotics: 
cylinders present persistent, file-based stores; rectangles present transformative 
processes; and parallelograms present final report artifacts. The inputs from Configuration, 
Corpus A, and Corpus B merge in the Cross-Lingual Matrix creation step, followed by 
inference on the basis of deterministic anchor, anonymization, and generation of the 
Generated Output Corpus. This Corpus forms the first permanent milestone of the pipeline 
and a branching point from which two independent pathways for lexical (Tier 1) and semantic 
(Tier 2) evaluation begin with their own intermediate score vectors. 
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One methodologically important characteristic of the lineage, clearly represented in the 
diagram, is that the stratified sample for the Human Expert Review in Phase 4b is sampled in 
parallel from the Validated Tier 2 Records. This results in an IRR Report being generated as a 
separate validation artifact that does not feed back into S_composite calculation. This is 
intentional epistemic separation of the process: the rater channel serves as a means of 
validating the automated judge after the fact, not as a means of correcting or recalibrating 
the score in the same experiment, which would be blurring validation and calibration and 
undermine the independence of the IRR statistic calculated in §3.11. 

4.4 Algorithmic Control Flow: The Program Flowchart 

 
Figure 4.3: Program Flowchart of the experiment pipeline, exposing the nested iteration 

structure and the schema-validity retry loop governing Tier 2 judging. 
Figure 4.3 illustrates the same system as a control-flow graph of algorithmic operations, 
showcasing the iteration nesting implicit in the high-level depictions: for each of the three 
target models, the pipeline runs through all segments of both corpora within both language 
tracks, generating the six-hundred-record evaluation matrix detailed in §3.7. The diamond-
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shaped decision nodes “Next model?” and “Next segment?” capture this process through 
classical nested loops, with the right branch illustrating the entire sub-loop of Tier 2 
convergence: an invalid schema judge response is logged as an error and a temperature 
penalty applied before the judging stage is revisited again and again until schema validation 
is attained or the temperature cap described in §3.4.3 is exceeded. 
Another noteworthy architectural element of the pipeline is the addition of the “manual step” 
node following the convergence of Tier 1 and Tier 2 convergence, which samples a stratified 
human review and generates the IRR report. This node placement outside the automated 
control flow is intentional: this makes Phase 4b neither an exception nor a failure condition, 
but rather an intentionally engineered human-in-the-loop stop. In doing so, this preserves 
the epistemological position of the human juror as an independent arbiter rather than a 
component part of the loop itself. 

4.5 Temporal Choreography of System Actors: The Sequence Diagram 

 
Figure 4.4: UML-style sequence (swimlane) diagram of the experiment pipeline, showing the 

temporal ordering of messages exchanged between the Researcher, the orchestration 
layer, the target models, the dual-tier evaluators, and the Human Expert. 

Figure 4.4 uses the idioms of UML sequence diagram notation to describe the time 
dimension of the system, not its structure or flow of data. In this illustration, vertical lifelines 
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symbolize every actor partaking in the process, whereas horizontal arrows signify 
synchronous and asynchronous message flows, and combined fragments describe loop, 
parallel, and alternative control flows. 
The Researcher starts the run with the Experiment Orchestrator taking up the role of the 
central coordinator for the rest of the process. The outer loop fragment contains the per-
model, per-segment, per-language-track iteration. Inside the loop, the Orchestrator sends 
the normalized prompt through the LiteLLM Gateway to the Target Models and, once the 
anonymized output arrives, opens up the par fragment where the Tier 1 Evaluator and the 
Tier 2 Judge perform their actions in parallel instead of one after another. This parallelism is 
done deliberately, since the deterministic Tier 1 computation takes virtually zero cost in 
comparison to the Tier 2 judging API call over the network. 
The nested alt fragment inside the Tier 2 lane formalizes the validation-by-schemata branch 
from Section 4.4 as a temporal exchange between the Tier 2 Judge, the Pydantic Validator, 
and the retry message with an increasing temperature penalty until convergence. It should 
be pointed out that the Human Expert's lifeline is illustrated as disconnected from the above 
automatic message flow, indicating that the process of delivering the stratified sample and 
returning human scores is an intentional manual action, which means Phase 4b can be 
performed asynchronously to all others, potentially several days after the automated run has 
been finished, since it is limited by human schedule, unlike all other exchanges described in 
the diagram. 
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4.6 Consolidated System Architecture 

 
Figure 4.5: Consolidated architecture of the experiment pipeline, synthesizing Phases 1 

through 5 and Phase 4b, annotated with their corresponding Chapter 3 section references. 
Figure 4.5 can be viewed as an integrative summary of the previous four perspectives, 
incorporating both Phases 1 (Data Input, §3.7) through 5 (Data Integration, §3.10) and the 
separate Phase 4b (Human Validation, §3.11) in just one page. All blocks are marked with 
their Chapter 3 section number. Figure 4.5 is designed as the final summary of the current 
chapter, serving as a combined index, allowing any reader of the empirical results presented 
in Chapter 5 to follow the computational lineage of any particular metric from its 
deterministic inference anchor, through the two-part T1/T2 evaluation, to its final composite 
score and separate human validation process without referring to the four separate 
diagrams. The colour scheme has been chosen deliberately: cool shades (blue) indicate 
data artifacts, warm shades (orange) indicate inference execution, green and purple – T1 and 
T2 evaluation, respectively, and orange dashed line separates Phase 4b into a different 
methodology track parallel to Phase 5. 
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4.7 Repository Architecture and Modular Decomposition 

The four viewpoints of architecture discussed above are realized in the Python repository, 
where the structure of the physical directory corresponds to the separation of concerns as 
described in §4.1. Source code of the implementation is divided into four main parts: the 
computational engine (src/), the application layer (root application and pages/), the 
parameterization declaratively (config/), and the storage part (data/ and output/). As a result 
of the change described in §4.8.5, the storage part also includes a small SQLite/Turso-based 
persistence layer. Per-run artifacts live in output/runs/{run_id/}, while the run registry and the 
human evaluation storage hold cross-run and cross-machine state, which is hard to store 
inside a per-run directory. 
pipeline/ 

├── run_experiment.py        # CLI entry point (Experiment CLI, Fig. 4.1) 

├── _test_run_mock.py        # Zero-cost structural validation harness 

(§4.9.1) 

├── meltemi_sanity.py        # Meltemi endpoint diagnostic (§4.9.2) 

├── app.py                   # st.navigation() entrypoint — the ONLY module 

│                            #   allowed to call st.set_page_config(); 

registers 

│                            #   all six pages and dispatches via pg.run() 

(§4.8.2) 

├── app_utils.py             # Shared UI helpers, theming, data I/O for 

pages/ 

├── requirements.txt         # Exact-pinned Python dependencies (§4.8.4) 

├── config/ 

│   └── experiment_config.yaml   # §3.7–§3.10 parameterization (models, 

weights, rubric) 

├── data/ 

│   ├── corpus_a/             # EUR-Lex segments (§3.7.1) 

│   ├── corpus_b/             # Vouli ton Ellinon debate transcripts (§3.7.2) 

│   └── gold_references/      # Human-authored Tier 1 anchors 

├── pages/                    # Six-page Streamlit operational interface 

(§4.8) 

│   ├── 0_Home.py             # "Overview" dashboard (formerly app.py itself) 

│   ├── 1_Corpora.py          # Unified corpus management (Corpus A + B + 

gold refs) 

│   ├── 2_Setup.py            # Configuration form and pre-run budget 

estimator 

│   ├── 6_Run_Pipeline.py     # Phase-by-phase pipeline execution panel 

│   ├── 4_Human_Review.py     # Phase 4b Likert questionnaire and IRR (run-

scoped) 

│   └── 5_Results_Export.py   # S_composite charts, run history, artifact 

downloads 

├── src/                      # The computational engine (Fig. 4.1 

components) 

│   ├── config_manager.py     # Pydantic-validated configuration loading 
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│   ├── corpus_loader.py      # Cross-Lingual Control Matrix construction 

(§3.7.3) 

│   ├── prompt_builder.py     # Bilingual instruction-template assembly 

(§4.10) 

│   ├── litellm_gateway.py    # API Normalization Layer (§3.6) 

│   ├── anonymizer.py         # Strict Evaluator Blinding and sealed map 

(§3.9.2) 

│   ├── tier1_evaluator.py    # BLEU-4 / ROUGE-L / token F1 (§3.6, §4.12) 

│   ├── tier2_judge.py        # Claude Sonnet 4.6 blind pointwise judge 

(§3.9) 

│   ├── schema_validator.py   # Pydantic SemanticTracingAudit schema (§3.4.3, 

§4.11) 

│   ├── retry_manager.py      # Temperature-penalty convergence loop (§4.11) 

│   ├── data_integrator.py    # Multi-indexed Pandas DataFrame assembly 

(§3.10) 

│   ├── synthesis_engine.py   # S_composite + Disjunction Delta (§3.10) 

│   ├── human_validation.py   # Phase 4b stratified sampling + IRR (§3.11) 

│   ├── eval_store.py         # Turso/SQLite human-evaluation store (§4.8.5) 

│   ├── run_registry.py       # Turso/SQLite run history + path resolution 

(§4.8.5) 

│   ├── cost_estimator.py     # Pre-run / actual USD cost tracking 

│   └── orchestrator.py       # Central phase coordinator; eval_id 

construction (§4.10) 

└── output/ 

    └── runs/{run_id}/        # Isolated per-run checkpoint tree (Result 

Store, Fig. 4.1) 

        ├── generated/ tier1/ tier2/   # Per-eval_id JSON checkpoints (§4.10) 

        ├── human_validation/          # Stratified sample + IRR report 

(§3.11) 

        ├── blinding_map.json          # Sealed anonymization map (§4.10.2) 

        └── final/                     # integrated_results.csv, 

synthesis_results.csv 

 

Within the src/ hierarchy, every module maps onto one of the components of Figure 4.1. The 
eval_id naming convention, defined as the concatenation of record_id and the anonymized 
name of the model, serves as the connecting factor based upon which the generated/, tier1/, 
and tier2/ checkpoints for a particular combination of the model, corpus, language, and 
segment can be reliably found and later joined together by the Data Integrator. The 
orchestrator.py module plays the role of the coordinator depicted as the Experiment 
Orchestrator lifeline in Figure 4.4, successively dispatching requests to the corresponding 
phase-specific modules while being agnostic of the domain-specific evaluation code. This 
design once again reiterates the adherence to the single-responsibility principle from the 
architectural perspective. 
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The very highest-level architecture of the application, which includes the combination of 
app.py with the six modules, creates an entirely new layer of control called the “Pipeline 
Control Center.” This new layer of control, which is built on top of Streamlit, allows the 
researcher to configure corpora and hyperparameters, observe the progress of the pipeline 
through phases, sample and examine samples for human validation during Phase 4b, and 
observe synthesized results without using any command-line interface to interact directly 
with the engine. Concerning the checkpoint artifacts saved in src/ (§4.1), this layer of 
interfaces only provides an additional read/write access layer; there is no alternative path to 
execute the whole experiment except the command-line interface of run_experiment.py, 
where the graphical user interface serves only as a convenience layer over exactly the same 
files. Explicit exceptions to this principle can be found in two components: 
src/run_registry.py and src/eval_store.py (§4.8.5). These two components keep their state 
either in the run registry or Phase 4b evaluator scores in the SQLite/Turso database, because 
they have cross-run and/or cross-machine aspects that cannot be captured by any single 
checkpoint directory. 

4.8 The Streamlit Pipeline Control Center 

4.8.1 Technology Choice and Design Philosophy 

Three main factors informed the choice of Streamlit (v1.x) as the framework to use in building 
the interface. First, it is a Python-based interface, where everything that makes up the user 
interface is coded using pure Python with no use of JavaScript code by the researcher; 
therefore, it has the same language, typing information, and import graph as the 
computational kernel. Secondly, its execution approach is consistent with the read-mostly, 
monitor-and-occasionally-write approach of experimentation because every widget 
interaction leads to the clear re-execution of the entire page code using explicit persistence 
through st.session_state. Lastly, Streamlit Community Cloud allows for zero-configuration 
deployment of an interface from the GitHub repository, which means the whole interface 
can be accessed independently onlineThe installed app locks down Streamlit at exactly 
version 1.58.0 (§4.8.4). Moreover, the navigation between pages within the interface itself 
has been implemented utilizing the st.navigation()/st.Page() APIs particular to this version, 
instead of utilizing the older page-discovery capability of Streamlit. 

4.8.2 Application Architecture and Page Inventory 

This design employs Streamlit multi-page functionality using st.navigation() and st.Page() 
rather than the old-style Streamlit pages which work on a filesystem-level discovery and 
execution approach. In this old-style implementation, every link in the sidebar would be 
represented literally in HTML, so moving from page to page resulted in actual browser 
navigation and a full-page reload, producing a noticeable "flash." On the other hand, 
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st.navigation() does render the very same links but intercepts the click event on the client-
side and simply runs the target page’s script without any page reload inside the existing 
WebSocket connection; therefore, moving between the pages feels like a single-page app 
rather than separate page reloads. 
 
As Streamlit allows st.set_page_config() call just once per script execution, this call is now 
placed only in app.py, which is created in this migration and only declares the six pages and 
transfers execution to pg.run(). Explicit url_path parameters (Corpora, Setup, Run_Pipeline, 
Human_Review, Results_Export, and blank string for the default homepage) ensure the 
same browser addresses across the migration process, while every page has a small icon 
representing a Material Design symbol next to the label in the sidebar. A special module, 
app_utils.py (which has exceeded 1,700 lines of code as of today due to the additional 
features discussed below), is responsible for CSS injection, icons generation, data input and 
output helper methods, and common UI components, making sure that all six pages follow 
the same design principles and data interface agreement. 
 
0_Home.py — "Overview" Dashboard. The default page (with default=True and url_path="") 
holds the exact content that was directly written in app.py in the previous version; app.py is 
now a thin entry point mentioned in §4.8.2 above. The page gives you an immediate overview 
of the whole experiment, including: completeness status of Corpora A and B (relative to 
TARGET_N = 50), configuration status of API keys for all five providers' endpoints, progress 
counters (inference, Tier 1, Tier 2, synthesis, Phase 4b), and the list of conditions that must 
be met before starting the pipeline. Every operational page can be reached through clicking 
the row of five cards with st.switch_page(). 
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Figure 4.6: The Overview dashboard, showing corpus completion, API-key status, per-phase progress 
counters, and the pipeline readiness checklist. 

 
1_Corpora.py — Corpora Management Interface. This page provides unified interface for 
managing both corpora and their gold references. A radio selector on top identifies the active 
corpus, and four tabs provide: an instant editable data editor (st.data_editor) for viewing and 
editing the source segments and their gold references; a form for entering one segment 
manually; a file uploader for .json, .csv, and .txt files (column normalization is performed 
automatically); and a cross-lingual matrix preview with the complete evaluation grid of 
(segment, language-track, model) tuples. 
2_Setup.py — Experiments Setup and Budget. The mutable fields of the 
experiment_config.yaml are accessible via a typed form, namely: inference 
hyperparameters (temperature, Top-P, frequency and presence penalties, maximum 
tokens); Tier 2 judge settings (max retries, temperature penalty step, max temperature); 
synthesis weights (w_legal and w_sociopolitical, restricted to sum up to 1.0); and Phase 4b 
human-validation thresholds. The second tab contains an interactive budget estimator tool: 
researchers set up assumed average token count and a Tier 2 retry rate, and the page 
calculates cost estimates per-model and in total (USD) using src/cost_estimator.py. Once 
the run has been completed, the actual cost report from output/final/cost_report.json is 
presented side by side with the estimate for retrospective analysis. 
4_Human_Review.py — Phase 4b Evaluator Interface. This page enables the researcher’s 
workflow for the human-in-the-loop validation study (§3.11). The following functions are 
provided: (i) creation of a stratified random sample of 20 records balanced by model and 
corpus; (ii) display of a simplified three-criteria Likert questionnaire (factual grounding, 
semantic integrity, linguistic accessibility) using segmented 1-5 radio selectors per record; 
and (iii) invocation of the IRR computation function, which calculates Pearson’s r and 
Cohen’s kappa between human and Tier 2 judge scores (kappa > 0.6 means substantial 
validation, kappa > 0.4 means moderate). All aspects of this page—the sample rendered, 
the status of the three evaluators, and the calculated IRR report—are restricted to the 
chosen run using the "Viewing run" drop-down menu, fulfilling a similar role as the Run 
Pipeline page (Section 4.8.2). Therefore, human validation activities performed on two 
separate studies are kept isolated and do not overlap each other. As the evaluation scores 
are stored in the same Turso database as mentioned in Section 4.8.5, which is a global table 
instead of a separate one for each run, the evaluator ID is namespaced with the run ID before 
being stored (E1 is stored internally as {run_id}::E1). 
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Figure 4.7: The Human Review evaluator form, showing the source/output comparison and the three-
criterion Likert questionnaire for one record. 

 
5_Results_Export.py — Results and Export. This module displays synthesized results after 
all pipeline phases have been executed, providing per-model and per-corpus S_composite 
bar charts, Disjunction Delta heatmaps, anomalies detection and breakdown of per-
dimension scores into tablesIt further includes a Run History table based on the Turso run 
database (refer §4.8.5). Every entry consists of the run name, version, list of models, corpus 
sizes, lifecycle state (running/partial/complete/failed), record count, mean S_composite 
value, and the respective start and end times. Additionally, the entire YAML configuration for 
each run is available through an expander, which guarantees that the exact configuration of 
every run executed previously is preserved for future verification beyond just the latest 
run.All intermediate and final artifacts — integrated_results.csv, synthesis_results.csv, and 
the IRR report — can be downloaded using Streamlit’s st.download_button mechanism, 
allowing offline analysis using any external tool. 
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Figure 4.8: The Results & Export page, showing per-model S_composite bar charts and the Turso-backed run 
history table. 

 
6_Run_Pipeline.py — Pipeline Execution Panel. This panel provides a graphical replacement 
of the headless CLI interface: researchers choose the phase to execute (or execute all 
phases in order), activate test mode and resume flag if needed, and start execution within 
the Streamlit process, capturing real-time stdout in the interfaceThe addition of an optional 
Run ID field allows a researcher to begin or restart their own independent study run 
underneath its own output/runs/{run_id}/ directory path, instead of underneath the run 
default of the pipeline. Left empty, this field explicitly specifies the default run instead of 
falling back to a separate unnamed location; thus, the page visited by the researcher and the 
run to which any subsequent “Run” operation will write cannot be silent about this 
mismatch. Since this page calls the methods of each phase on the Orchestrator directly, 
without calling its run() method, live feedback callbacks per record can be displayed in the 
UI. Registration of the run in the Turso run history (§4.8.5) is done manually, unlike in the CLI 
version of run; thus, this page calls Orchestrator.register_run_start() before its own phase 
loop, followed by Orchestrator.register_run_progress() or register_run_failed(). The 
register_run_progress() call will recalculate the state of inference, Tier 1, Tier 2 and synthesis 
completion and will use this information to choose between the two states, ensuring that 
the execution of a single phase in isolation (a common activity in iterative studies) does not 
erroneously mark the whole run as completed. A “Viewing run” drop-down menu, populated 
from the registry, allows the researcher to view the progress of any of the previous runs 
regardless of the run target specified in the current “Run” action; once the run completes, 
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the page refreshes itself to ensure that this menu, the cost/readiness banners above it, and 
the Results & Export run history (§4.8.2) reflect the completed run immediately, and not a 
later interaction.Since the execution takes place synchronously within the Streamlit session, 
the browser tab needs to remain opened during the whole run. 
 

Figure 4.9: The Run Pipeline page during execution, showing the phase timeline, per-record progress. 
 

4.8.3 The Token-Based Design System 

All styles are bundled in the inject_css() method of the app_utils.py file, where a single CSS 
block is inserted into every page at page load time. The design system consists of the 
following technical features. First, colors are specified in the oklch perceptual color space 
and are applied as CSS variables (--c-bg, --c-surface, --c-accent, --c-text, --c-muted, along 
with the elevation variables) within the :root selectors of light and dark modes; the prefers-
color-scheme media query, provided by Streamlit natively, switches the whole palette on its 
own, without any need of additional JavaScript. Second, the icons use the SVG sprite 
approach: a single hidden <svg> tag containing the definitions of named <symbol> icons is 
inserted once on every page, while individual icons are inserted into the interface using 
<svg><use href="#i-name"/>, which helps avoid redundant inline SVG strings in individual 
components and provides a consistent stroke and fill. Third, fonts are applied using IBM Plex 
Sans and IBM Plex Mono fonts available through Google Fonts; both fonts were chosen due 
to geometric simplicity required in the data-heavy table interfaces and open-source 
licenses. The result design system provides a neutral palette with an indigo accent, light/dark 
elevation system, and consistent line-icons aesthetics across metric cards, navigation 
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cards, alert banners, progress indicators, and tables. There were also two further 
refinements added post first design iteration. The first of these is that each cell in the 
.results-table component now has an HTML title attribute in plain text. Before assigning any 
values, any HTML elements such as badges are converted into text using a regular 
expression. This way, values long enough to get cut off by the fixed-width cells with ellipses 
in the .results-table table, such as run_ids and rubric parameter names like 
semantic_integrity_and_deontic_logic, will still be readable as a native browser tooltip upon 
hovering. The second refinement is that a succinct set of CSS rules controls perceived 
responsiveness: a fade-and-rise keyframe animation on the content container of each page, 
the loading screen gradient, and a colored spinners as alternatives to the default Streamlit 
grey loading features. These visual tweaks help make the page transition (in accordance with 
§4.8.2, done via client-side rerun) feel more intentional and less jarring. 

4.8.4 Deployment 

The app is released as a Streamlit Community Cloud public application at manos-moschos-
thesis.streamlit.app, directly coming from the GitHub repository 
github.com/manosmsc/llm-legaltech-pipeline. Streamlit Cloud tracks the main branch: 
upon each push, the application gets automatically rebuilt as per re-resolution of 
dependencies (via uv pip install against the pinned requirements.txt) followed by a redeploy, 
without an intervening manual deploy step. There are no secrets checked into the repository; 
instead, API keys and the TURSO_DATABASE_URL / TURSO_AUTH_TOKEN pair (§4.8.5) are 
sourced from a git-ignored .env file via python-dotenv in the local setup. In contrast, in 
Streamlit Cloud, the environment variable names come from the platform’s Secret 
management system, and os.getenv() works properly in run_registry.py and eval_store.py in 
both environments without any code path splitting. 
Indeed, since the resolution of the dependencies is performed fully on every push rather 
than re-using the existing environment, the existence of an unpinned dependency 
represents a live production hazard rather than a one-off issue: a version compatible on a 
particular day may resolve to an entirely different version the next day. This was not an 
imaginary hazard: once, an unpinned chain of pandas/numpy/pyarrow got resolved to 
pandas 3.0.3 / pyarrow 25.0.0 in a fresh build in Cloud, with version numbers that were not 
tested locally, causing a segmentation fault in the deployed application. The fix was to pin 
the versions of pandas, numpy, and pyarrow to the exact versions (2.2.2, 2.5.0, and 24.0.0, 
respectively) locally verified in requirements.txt. Similarly, all other dependencies are to be 
pinned down to specific versions locally verified in the local environment. 
There are two more environment-specific issues to discuss. First, the libsql:// connection 
scheme provided by Turso automatically switches to a wss:// connection in the installed 
client version, which is incompatible with Turso’s current endpoint; both RunRegistry and 
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EvalStore manually switch it to https:// before making the actual connection, thus using the 
HTTP-based Hrana protocol. Second, the output/runs/{run_id}/ directory structure produced 
by the pipeline in its default run is explicitly added to the repository (not git-ignored) and 
totals about 24MB distributed over approximately 1,800 files for the exact purpose of 
ensuring that a fresh deployment and even a fresh git clone will have the Run Pipeline, 
Results & Export, and Human Review pages ready to go immediately, without requiring a full 
execution of the pipeline. 

4.8.5 The Turso-Backed Run Registry and Human-Evaluation Store 

There are two cross-cutting concerns not supported by the per-run, file-based checkpoint 
layer outlined in §4.7: (i) determining the set of existing runs and comparing their headline 
results without examining the results.csv file in outputs/runs/{run_id}/final/ directory for 
each and (ii) recording Likert scores of three independent human evaluators (§3.11) from 
three different machines into a single persistent dataset. These are provided by a 
minimalistic persistence layer src/run_registry.py and src/eval_store.py relying on a 
common storage abstraction: local SQLite file by default, automatically switching to remote 
Turso (libSQL) database if there's TURSO_DATABASE_URL environment variable present—
the same libsql_client Python SDK can work with both file:// and https:// URIs, making the 
calling code oblivious to whichever backend is used at the moment. 
The RunRegistry class stores data in a single runs table with primary key run_id, recording 
experiment name and version, list of models, corpus sizes, output_path, run lifecycle status 
(running, partial, complete, or failed), timestamp of start and finish of the run, YAML 
snapshot of the configuration in effect at the start of the run, and, after each phase, the 
number of records processed and average S_composite reached at this point. As the Run 
Pipeline page (§4.8.2) calls each phase directly rather than invoking Orchestrator.run() 
(which is necessary to expose live progress callbacks for the run on the user interface side), 
the registration calls are made in the Orchestrator in three small public methods 
register_run_start(), register_run_progress(), and register_run_failed()—explicitly, 
surrounding the page's phase loop rather than implicitly in run(). The register_run_progress() 
method verifies whether each phase is truly completed before choosing between complete 
and partial status, preventing a mistaken indication of the whole run being completed when 
running just a single phase. 
The counterpart function resolve_output_paths(run_id) is the only place in the codebase 
that resolves run_id (or None, representing the pipeline's default run) to the actual 
output/runs/{run_id}/ directories; each run-aware page uses it to determine the directory 
tree it is operating on. Another helper function, list_all_runs(), matches the rows in the 
registry with the directory listing in output/runs/ directory and creates an "unregistered" 
entry, calculated directly from disk via compute_results_summary() function, for each run 
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directory missing corresponding row in the registry. This protective measure turned out to be 
necessary in practice: at some point, the Run Pipeline page did not go through the 
registration code flow outlined above, resulting in a completely finished run existing only on 
disk until this reconcilation and further explicit register_run_* calls were added. 
The EvalStore class persists Phase 4b evaluator state in the same local/remote fashion, 
using three tables: evaluation_current (the most recent score per evaluator, per record, and 
per rubric parameter – used by the Human Review page to show progress and IRR), append-
only evaluation_history log keeping all previous values rather than overwriting them, and 
evaluator_status (submission state for each evaluator). The former table does not have a 
run_id column and, once Turso-backed, effectively becomes a single global table regardless 
of the machine or local file where a specific Streamlit session points at; as such, the Human 
Review page namespace the evaluator identifier itself – E1 becomes {run_id}::E1 internally – 
when working with the store. This approach ensures no collisions or silent overwriting of 
human scores related to different runs for the same record_id. 

4.9 Experiment Execution Protocol 

The pipeline is multistage in nature, and the significant costs involved in calling three paid 
inference APIs for 600 (model, corpus, language, segment) combinations call for an 
incremental approach to separate structural validation from data collection. Thus, the 
protocol is divided into four stages as follows: (1) a zero cost structural trial run; (2) a cut 
down corpus real API test; (3) a complete multistage phase approach; and (4) human 
validation trial. 

4.9.1 Stage 0 — Zero-Cost Structural Validation 

Before making an API call, the entire pipeline of the orchestrator is run through 
_test_run_mock.py. The test script mocks the external network calls, litellm.completion, 
used by all three inference models and anthropic.Anthropic().messages.create used by the 
Tier 2 judge and replaces them with deterministic Python stubs, which yield syntax-wise 
correct but semantically random output. However, all other components work in real mode: 
The Corpus Loader loads the real corpus JSON files, the Prompt Builder creates bilingual 
instruction templates, the Tier 1 evaluator evaluates the real BLEU-4, ROUGE-L, and F1 
scores against the mocked output, the Pydantic validator validates the mocked judge JSON 
against the schema, the Retry Manager runs the temperature penalty loop convergence in 
case of intentional schema violations, the Data Integrator generates a multi-indexed Pandas 
DataFrame, and the Synthesis Engine calculates S_composite from the mocked scores. 
Thus, the mocked run proves the structural integrity of the entire data lineage from the real 
corpus files to the final synthesis_results.csv without any API cost. 
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4.9.2 Stage 1 — Test Mode: Real-API Verification on a Reduced Corpus 

Once structural validation has been completed, the pipeline is run in test mode by issuing 
the command python run_experiment.py --test-mode. This ensures that the Corpus Loader 
will restrict the inference loop to the gold-backed segments, which are carefully selected 
subsets of each corpus consisting of the gold references only; thus, obtaining a smaller 
segment which will exercise every API call at a bounded cost. This stage aims to validate the 
API connectivity for all three API providers (namely OpenAI, Together AI, and the Meltemi 
HuggingFace endpoint). Moreover, the test mode data can serve as a basis for fine-tuning 
the token-count assumptions used by the pre-run budget estimator. The command --
estimate-cost allows us to estimate the cost in USD prior to running any experiments; exact 
costs are stored in output/final/cost_report.json and can be viewed retrospectively via the 
budget tab in 2_Setup.py. 
However, the Meltemi endpoint required an additional validation step outside of the regular 
test mode. Given that Meltemi 7B v1.5 (ILSP) is loaded onto a HuggingFace Inference 
Endpoint—a pay-per-hour service, in contrast to a pay-per-call serverless API—it requires 
being manually started before any experiment. It was observed that preliminary runs fail in 
the cross-lingual track: when provided with a Greek instruction to produce an English 
translation, the model fails to produce an English translation, defaulting to Greek or 
producing nonsense. In order to determine if the failure is inherent to the model and not the 
problem of its configuration, we developed a simple diagnostic script (meltemi_sanity.py), 
which tests the endpoint with three successive prompts: a pure English prompt, a pure 
Greek prompt in the language used during training of the model, and the exact cross-lingual 
instruction from the failed Corpus B Greek track. 

4.9.3 Stage 2 — Full-Scale Execution 

The entire experiment workflow is launched by the Python script run_experiment.py and 
allows recovering from an incomplete run with the help of --resume flag. All five phases can 
be run separately with the use of --phase flag, making it possible to rerun only a specific 
phase after the change in any upstream artifacts. The phases are performed in the following 
order: 
Phase 1 — Corpus Ingestion and Cross-Lingual Matrix Construction. The Corpus Loader 
fetches all segments from data/corpus_a/ and data/corpus_b/, associates each of them with 
their respective gold references, and generates the full evaluation matrix containing 300 
rows per corpus (50 segments × 2 language tracks × 3 models). The Anonymizer receives the 
blinding map (output/blinding_map.json); details of the blinding infrastructure are provided 
in §4.10.2. 
Phase 2 — Parallel Inference. For each triplet (segment, language track, model), the Prompt 
Builder generates a bilingual instruction template, and the LiteLLM Gateway sends the 
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request to the provider endpoint according to the fixed parameters of the deterministic 
inference (T = 0.1, Top-P = 0.9, frequency/presence penalties = 0.0, max_tokens = 4,096). 
Each generated response is immediately checkpointed as a separate JSON file in 
output/generated/ directory; it is possible to resume this phase at the level of a single record 
using --resume flag. 
Phase 3 — Tier 1 Lexical Baseline. The Tier 1 Evaluator evaluates each inference output from 
output/generated/ using BLEU-4, ROUGE-L (F-score), and token-level F1 metrics in 
comparison with the gold reference; the results are checkpointed in output/tier1/. 
Phase 4 — Tier 2 Blind Semantic Evaluation. The Tier 2 Judge Client sends each blinded triple 
(generated output, gold reference, language track) to the Claude Sonnet 4.6 judge using the 
pointwise rubric outlined in §3.9 and requires chain-of-thought reasoning before grading. 
Any non-conformant JSON responses are passed to the Retry Manager that imposes a 
gradual temperature increase up to 0.6 (step = 0.05) with a maximum of five attempts; each 
attempt is validated by Pydantic Validator schema. Successful responses are checkpointed 
in output/tier2/. 
Phase 5 — Data Integration and Composite Synthesis. The Data Integrator integrates the 
generated/, tier1/, and tier2/ checkpoints based on the eval_id key into a single multi-
indexed Pandas DataFrame (output/final/integrated_results.csv). Then, the Synthesis 
Engine calculates S_composite as defined in §3.10, performs the Disjunction Delta 
mapping, and stores the result in output/final/synthesis_results.csv. As the Tier 2 judge 
grades each row one time, the number of API calls made by the pipeline is equal to 1,200 in 
total (600 inferences and 600 judge calls). 

4.9.4 Phase 4b — Human-in-the-Loop Validation 

The human validation procedure is separate from the main pipeline experiment and is 
embedded between Phase 4 and Phase 5. To execute this procedure, the researcher uses 
python run_experiment.py --phase human_sample. The Human Validation module uses the 
stratified sampling method to choose 20 random records from output/tier2/, making sure 
there is an equal representation of all three models and two corpora. The sample is exported 
to output/human_validation/sample_for_review.csv file, where the model aliases are hidden 
along with the Tier 2 scores in order not to bias the evaluation process. 
Next, three independent human evaluators give their ratings of these records based on three 
criteria—a basis in reality, semantic correctness, and readability—in accordance with a 1-5 
integer Likert scale. The results of their evaluations are recorded in the proper columns in 
sample_for_review.csv. After that, the researcher launches python run_experiment.py --
phase irr, which reads the complete CSV file, calculates the averages for the human ratings 
for each record and then measures correlation coefficient Pearson’s r and inter-rater 
reliability measure Cohen’s kappa against Tier 2 judge scores. These values are saved to 
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output/human_validation/irr_report.json file and displayed in the 4_Human_Review.py GUI. 
A value of κ > 0.6 means that there is substantial agreement with the Tier 2 judge (§3.11). 

4.10 The Prompt Architecture and Cross-Lingual Pairing Invariant 

Cross-Lingual Control Matrix (section 3.7.3) is implemented by way of a pairing invariant that 
is established in the Corpus Loader: the segment is loaded once in its native Greek format 
and then cloned into two CorpusRecord instances. The first instance is associated with the 
Hellenic channel (language = "el"), and the second one is linked to the English control 
channel (language = "en"). In both cases, the segment is the same; the only thing that is 
different is the language property which in turn defines the instruction and becomes the only 
independent variable. Each record has a unique identifier in the form of 
{corpus}_{segment_id}_{language} (e.g., A_001_el). This information is complemented by the 
orchestrator which adds the eval_id {record_id}__{model.alias} (e.g., A_001_el__Model_A) 
and thus names each JSON checkpoint in the output/generated/, output/tier1/, and 
output/tier2/ directories. The above naming convention allows the Data Integrator to join 
tables deterministically across all three tiers without using a database or index file. 

4.10.1 Bilingual Instruction Templates 

The Prompt Builder realizes the process of creating the two-element payload that contains 
a minimal system role and a task-related user instruction. Both elements are formulated in 
the track language set for the particular record, thus guaranteeing that the only independent 
variable is the "language of instruction". The system role tells the model to perform the user’s 
instruction without any further questioning, clarification, commenting on, or repetition of the 
instructions. In the Hellenic track, the instruction takes the form of a Greek sentence ("Είσαι 
ένας ακριβής βοηθός..."); in the Anglophone track, it translates to "You are a precise assistant 
for legal and administrative texts..." 
The user instruction specifies the type of task and target language. There are four variants of 
the templates, which correspond to every possible combination of corpus and track 
language: 

o Corpus A × Hellenic track (el): “Μετάφρασε το παρακάτω ελληνικό νομικό κείμενο 
στα αγγλικά, διατηρώντας πλήρως το νομικό περιεχόμενο, τους κανονιστικούς όρους 
και τη δεοντική λογική (υποχρεώσεις, δικαιώματα, απαγορεύσεις).” 

o Corpus A × Anglophone track (en): “Translate the following Greek legal text into 
English, fully preserving its legal content, normative terms, and deontic logic 
(obligations, rights, prohibitions).” 

o Corpus B × Hellenic track (el): “Συνόψισε το παρακάτω απόσπασμα 
κοινοβουλευτικής συζήτησης στα αγγλικά, διατηρώντας τα βασικά επιχειρήματα και 
τη πολιτική θέση κάθε ομιλητή.” 
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o Corpus B × Anglophone track (en): “Summarize the following Greek parliamentary 
debate excerpt into English, preserving the key arguments and each speaker’s 
political position.” 

In both cases of Corpus B, the output should be a summary rather than a translation – the 
source is an excerpt of parliamentary debate (Corpus B, §3.7.2), and summarizing the 
political argumentation in English regardless of the language of instruction is required. It 
reflects the difference in the construction of gold-reference: in the case of Corpus A 
references include the professionally translated pairs of texts based on. 

4.10.2 The Sealed Blinding Architecture 

The Anonymizer plugin guarantees that Strict Evaluator Blinding is implemented as an 
architectural invariant as opposed to a process protocol. For each newly initialized 
execution, the anonymizer generates the blinding map where the true API name of each 
model is mapped to an opaque string label such as {alias}_Output (e.g., gpt-4o is mapped to 
Model_A_Output). The blinding map is serialized into a read-only JSON object located in the 
output/blinding_map.json. In case when the file already exists after resuming a run with --
resume, the existing map is simply reused as is, thus ensuring the consistency of blinded 
labels across multiple starts and allowing the Data Integrator to reconcile records from 
different partial runs using common labels. The reveal() function, which applies the inverse 
transformation from a blinded label to the true model identity, is called exclusively during 
Phase 4b stratification to ensure equal sampling of all three models. Architecturally, reveal() 
is not available to the Tier 2 judge whose prompt always receives only the blinded label. 

4.11 The Tier 2 Pydantic Schema and Schema-Convergence Protocol 

The semantics evaluation layer is constrained by a formally specified Pydantic schema, 
named SemanticTracingAudit, which the evaluator’s response must fulfill before scoring of 
the checkpoint layer is assigned. The schema includes the six scored evaluation 
parameters, specified in §3.4.3: 
o Six scored parameters are mapped to the seven-parameter evaluation taxonomy of §3.4 

(§3.4.1–§3.4.2): 
o Jurisprudential tier: (1) factual_grounding (faithfulness to statutory content), 

(2) semantic_integrity_and_deontic_logic (intactness of obligations, rights 
and prohibitions), (3) jurisdictional_isomorphism (isomorphism between 
Hellenic and target jurisdictions); 

o Sociopolitical tier: (4) algorithmic_neutrality (absence of bias from model-
based framing), (5) linguistic_accessibility (understandability for non-expert 
audience), (6) transparency_of_legal_reasoning (clear inference process). 

Each parameter is expressed through the ParameterScore object, which has to contain two 
mandatory fields: score (integer, range 1-5, checked with Pydantic’s Field(ge=1, le=5)) and 
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rationale (non-empty string, min_length=1). The rationale field is meaningful: it implements 
the chain-of-thought-first requirement of §3.9.3 by requiring that the evaluator provide 
textual explanation before scoring each parameter, thus preventing score drift throughout 
the iterative process. 
An additional parameter from the selected set—Linguistic Parity (§3.4.2)—has been left out 
of the evaluator schema. As defined in §3.5 Phase 4/5, Linguistic Parity is not a subjective 
evaluation but an objective arithmetical measure: it is calculated as the performance delta 
between the Hellenic-track and Anglophone-track S_composite score of the same (model, 
segment) pair in synthesis_engine.py. Including it in the evaluator schema would require 
providing both language tracks in a single call, violating independence of per-track blinding, 
and would combine cross-linguistic structure with within-output quality. The difference is 
epistemologically required and technically simpler. 
Finally, the schema includes ComprehensiveSynthesis block, which consists of a single 
narrative-only field (tier_1_mathematical_baseline_correlation) where the evaluator reports 
any discrepancies between the semantic scores and Tier 1 lexical baselines. This field is not 
to be treated as numeric and used only for human verification but it does not affect 
S_composite score calculation, which uses solely the six integer scores in accordance with 
the formula specified in §3.10.1. 

4.11.1 The Retry-Convergence Loop 

In cases where a judge’s response fails to pass Pydantic validation, no silent discarding takes 
place, but rather the retry process starts. The convergence loop begins with a temperature 
penalty of 0.0, i.e., the configured base temperature T = 0.1 at the inference anchor. On each 
subsequent failed iteration, the temperature penalty is increased by the configured 
temperature_penalty_step (0.05) so that the effective temperatures used on consecutive 
iterations become T = 0.10, 0.15, 0.20, 0.25, 0.30, and 0.35. The loop allows for a total 
number of max_retries = 5 more iterations (i.e., up to 6 total calls per record). A hard 
temperature ceiling of 0.6 ensures that the retry schedule will not go above the threshold of 
temperature above which deterministic generation of legal content is considered unreliable 
(§3.9). 
Two-stage JSON extraction from a judge’s raw response includes the following steps. First, 
the RetryManager looks for the fenced code ```json ... ``` with a regular-expression over 
the entire text of the response, which allows for capturing of the structured output in case 
the judge encloses his/her JSON in a markdown fence. In the case when the judge does not 
provide such a fence, the second stage of the process involves identification of the 
outermost JSON object via the last appearances of the character { and } in the response 
string and extraction of the substring between these characters. This fallback helps deal with 
situations when the judge adds some commentary to his/her response before/after the JSON 
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without enclosing it into a fence, a situation that occurs fairly often in chain-of-thought 
responses. In case of failure of both JSON extraction processes, or failure of the extraction 
process and failing of satisfying the Pydantic schema even after all the retries, the trace-level 
error is issued. As a result, the field RetryOutcome.validated is set to None and Data 
Integrator considers the corresponding Tier 2 score vector as missing value and does not 
include it in the computation of S_composite. 

4.12 Tier 1 Lexical Baseline — Computational Specification 

For each hypothesis-reference pair, the Tier 1 Evaluator computes the following three 
metrics: BLEU-4, ROUGE-L F-measure, and token-level F1. Each of the three metrics uses 
the same tokenization procedure based on whitespace splitting (Python str.split(), which 
separates on any Unicode whitespace character). This choice was made intentionally 
because it does not depend on language-specific tokenizers (e.g., NLTK’s Punkt, which has 
no model for Greek) and correctly handles both the ASCII Latin text of English outputs and 
the polytonic Unicode codepoints of Greek source texts without falling into the trap of 
character-level segmentation. 
BLEU-4 is calculated through NLTK’s sentence_bleu with equal weights for all four n-grams 
(0.25, 0.25, 0.25, 0.25), corresponding to the standard modified precision average at the 
sentence level. In view of the tendency of BLEU-4 to experience zero-clipping when there are 
short/defective matches of the hypothesis and the reference, SmoothingFunction.method1 
is used (add-one smoothing for zero n-gram counts). It results in getting a non-zero BLEU-4 
score for outputs that do not contain any matching 4-grams but contain some matching 
shorter n-grams. This is an appropriate methodological choice in light of evaluating a legal-
text translation because exact matches of 4-grams can be rare events while still preserving 
meaningful content. 
ROUGE-L F-measure is calculated through the rouge_score library (RougeScorer(["rougeL"], 
use_stemmer=True)), which implements the standard Longest Common Subsequence 
(LCS)-based ROUGE-L according to Lin (2004). Stemming is performed (use_stemmer=True) 
in order to reduce false negatives caused by the different inflections of the same root before 
performing LCS calculation. The reported measure is F-measure based on LCS overlap, 
where the precision is LCS length divided by the hypothesis length and the recall is LCS 
length divided by the reference length. 
Token-level F1 is a set-based overlap metric, which measures lexical overlap without taking 
positions into account between the hypothesis and reference. Precision = |hyp ∩ ref| / |hyp|, 
recall = |hyp ∩ ref| / |ref|, F1 = harmonic mean of the two. Token-type level overlap is 
insensitive to paraphrasing or word order variations in the output, which is a highly valuable 
property when translating legal texts across languages when the same concept can be 
expressed differently. All three Tier 1 metrics return 0.0 for the empty hypothesis or reference 
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string, thus avoiding division by zero errors without special treatment at the upstream 
stages. 

4.13 Chapter 4 Synthesis and Transition to Chapter 5 

The software artifact that implements the methodological specification described in 
Chapter 3 has been specified in Chapter 4. Four architecturally orthogonal views – static 
component view, data-lineage process flow, algorithmic control flow, and sequential roles 
of system actors – were described before making the transition from abstract architecture to 
concrete implementation: the repository architecture, the Streamlit supervision GUI, the 
incremental execution protocol, the bilingual prompt templates and cross-lingual pairing 
invariant, the eval_id addressing scheme and checkpoint architecture, the Tier 2 Pydantic 
schema and the schema-convergence retry loop, and the computational specification of the 
three Tier 1 lexical metrics. Together, these four chapters create a complete record of the 
implementation such that each and every numeric result in Chapter 5 can be traced down, 
file by file and function by function, to the corresponding methodological design decision 
made in Chapter 3. 
Of all the decisions made regarding implementation, four of them stand out due to their 
direct impact on the validity of the empirical results that come from the analysis: (i) 
decoupling of the Linguistic Parity parameter from the Tier 2 judge schema, allowing cross-
linguistic comparison to remain free of bias by relying on the deterministic EL/EN delta 
calculation rather than on the judge’s subjective evaluation; (ii) write-once sealing blinding 
map, which ensures that evaluator blinding happens via an architectural invariant that is 
immune to subversion by any other part of the inference and evaluation loop; (iii) idempotent 
checkpoint architecture, preserving the stability of the experimental output regardless of 
suspension and resumption, and ensuring the uniquely addressable reproducibility of every 
empirical claim of Chapter 5. A fourth decision, taken after the initial deployment, was 
required to address a problem not considered in the previous three decisions: 
reproducibility and sharing of the state between runs and machines. The Turso-based run 
registry and human-evaluation store (§4.8.5) allow every run to be discovered and compared 
individually – not just the latest one – and enable three human evaluators to submit their 
Phase 4b scores from three different machines into a unified data set. Chapter 5 proceeds 
to describe the results obtained upon scaling this pipeline up across the 600-record 
evaluation matrix. 

Chapter 5: Empirical Results and Analysis 
5.1 Experimental Setup and Execution: The eurlex_corpus_v1 Run 

This chapter discusses the empirical results obtained by executing the approach as 
presented in Chapter 3 using the software implementation described in Chapter 4. The 
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analysis focuses on a single completed experimental run, internally referenced within the 
pipeline’s run registry (§4.8.5) as eurlex_corpus_v1. The run followed the full-scale protocol 
of §4.9.3 at the Stage 2 stage and used the deterministic inference setup of §3.8.2 (T = 0.1, 
Top-P = 0.9, penalty for frequency and presence = 0.0, output length = 4,096 tokens) 
consistently across all models and records; the blinding architecture of §4.10.2 was used in 
both inference and evaluation. 
Both source corpora of §3.7 were used in their totality. Corpus A provided 50 legal 
instruments of the EU, which are available on EUR-Lex in the form of Regulations, Directives, 
Decisions, and Recommendations issued by EU institutions in the period between 1986 and 
2024 and characterized by the CELEX-style identifiers ranging from eurlex_31986L0388 to 
eurlex_OJ_L_202401349. Each instrument has its officially recognized parallel language gold 
translation. Corpus B provided 50 excerpts from the transcripts of the Hellenic Parliament 
(§3.7.2) that have been uttered by 25 different speakers from the governmental benches as 
well as the opposition benches—among those 16 segments belong to the current Prime 
Minister, Kyriakos Mitsotakis—and leaders of KKE, Greek Solution (Ελληνική Λύση), PASOK–
Movement for Change, and other parties, again with official expert-synthesized gold 
abstractive summaries. 
As required by the cross-lingual control matrix of §3.7.3, each of the 100 base segments (50 
+ 50) was generated in the form of both Hellenic instruction track and Anglophone 
instruction track, resulting in 200 (base segment, instruction language) pairs. Each pair was 
then processed by all three target architectures defined in §3.8.1—the commercial closed-
weights model (gpt-4o, Model_A), the open-weights generalist model (Llama-3.3-70B-
Instruct-Turbo, Model_B, accessed via the Together AI inference endpoint), and the sovereign 
localized model (Meltemi-7B-Instruct-v1.5, Model_C, accessed via the ILSP-hosted OpenAI-
compatible endpoint)—resulting in 600 generated records, consistent with the expected 
“600-record evaluation matrix” at the end of §4.13. Table 5.1 presents this stratification. 
 
 
Table 5.1: Stratification of the eurlex_corpus_v1 Generated-Output Matrix (N = 600) 

Model Corpus A (n) Corpus B (n) Hellenic 
Track (n) 

Anglophone 
Track (n) 

Total (n) 

gpt-4o 
(Model_A) 

100 100 100 100 200 

Llama-3.3-
70B 
(Model_B) 

100 100 100 100 200 
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Meltemi-7B 
(Model_C) 

100 100 100 100 200 

Total 300 300 300 300 600 

Source: Computed from the eurlex_corpus_v1 generated-output records 
(pipeline/output/runs/eurlex_corpus_v1/generated/), 600 files in total, one per (segment, 
instruction-language, model) combination. 

5.2 Tier 1 Results: The Lexical Baseline 

Metrics for tier 1 lexical overlap, calculated in accordance with the specifications provided 
in §4.12 – namely, BLEU-4 with SmoothingFunction.method1, ROUGE-L F-measure with 
stemming, and token-level F1 with whitespace tokenization – are shown in Table 5.2. They 
are given separately for each of the 600 records from eurlex_corpus_v1. 
 
Table 5.2: Tier 1 Lexical Metrics by Model and Corpus (Mean BLEU-4, ROUGE-L F-Measure, 
Token-Level F1) 

Model Corpus n BLEU-4 ROUGE-L F1 

gpt-4o A — Legal 100 0.592 0.850 0.785 

gpt-4o B — 
Parliamentary 

100 0.024 0.183 0.220 

gpt-4o Overall 200 0.308 0.516 0.502 

Llama-3.3-
70B 

A — Legal 100 0.591 0.829 0.787 

Llama-3.3-
70B 

B — 
Parliamentary 

100 0.010 0.092 0.124 

Llama-3.3-
70B 

Overall 200 0.300 0.461 0.455 

Meltemi-7B A — Legal 100 0.006 0.031 0.024 

Meltemi-7B B — 
Parliamentary 

100 0.002 0.017 0.015 

Meltemi-7B Overall 200 0.004 0.024 0.020 

Source: Computed by the Tier 1 Evaluator (§4.12) over the 600 eurlex_corpus_v1 generated-
output/gold-reference pairs (pipeline/output/runs/eurlex_corpus_v1/tier1/). 
 
The results reported in Table 5.2 show a clear distinction between the two corpora sources 
for both architecturally capable models, namely gpt-4o and Llama-3.3-70B. Both models 
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achieve a high degree of lexical similarity to the gold reference for Corpus A (BLEU-4 
approximately 0.59; ROUGE-L approximately 0.83–0.85), but their lexical similarity drops 
significantly for Corpus B (BLEU-4 approximately 0.01–0.02). Taken alone, this result may 
easily lead one to conclude about a high quality discrepancy between the translation task 
(Corpus A) and the summarization task (Corpus B). However, Section 3.4 and Section 1.3.1 
predict precisely such an interpretational error: legal instrument translation is a relatively 
low-entropy task for which one expects the output to be lexically similar to an official 
parallel-language translation of the gold. In turn, the gold references for Corpus B are 
abstractive summaries composed by the experts based on a relatively longer and more 
digressive spoken transcription (Section 3.7.2), so a high-quality output, indeed, must be – 
and can be – lexically dissimilar to the gold due to paraphrasing, compression, and 
rearrangement. A lexical similarity measure, due to its nature, does not discriminate a low-
quality output from a high-quality output expressed in a different vocabulary for the same 
content, and it is precisely such epistemological limitation identified in Section 1.3.1 as the 
evaluation crisis giving rise to the Tier 2 semantic audit discussed in Section 5.3, which 
motivates the current analysis. 
In contrast to the two capable models whose scores on Corpus A reach almost 0.59, 
Meltemi-7B achieves scores close to zero for all strata, including Corpus A (BLEU-4 = 0.006). 
Considering that Corpus A is the task where lexical convergence is structurally predicted for 
a competent model, Meltemi-7B's inability to achieve this convergence on a task conducive 
to lexical similarity already suggests the presence of a more serious task-level error 
quantitatively confirmed semantically in Section 5.3.3. The analysis of results separated into 
instruction language tracks (Table 5.3) shows a relatively small effect for the two capable 
models where gpt-4o's overall BLEU-4 differs by only 0.006 between the Hellenic (0.311) and 
Anglophone (0.305) tracks, and Llama-3.3-70B shows a comparably small gap, while 
Meltemi-7B shows a much larger and noticeably inverted gap (BLEU-4 = 0.001 for the 
Hellenic track compared to 0.008 for the Anglophone track). While the latter effect 
contradicts a straightforward low-resource penalty explanation (Section 3.7.3), it is more 
appropriate to interpret it currently as a sign of the lack of instruction language stability for 
the Hellenic track as opposed to the tokenization penalty; a definitive interpretation is left to 
the Linguistic Parity analysis performed on the semantic level. 
 
Table 5.3: Tier 1 Lexical Metrics by Model and Instruction-Language Track 

Model Track n BLEU-4 ROUGE-L F1 

gpt-4o Hellenic (el) 100 0.311 0.516 0.505 
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gpt-4o Anglophone 
(en) 

100 0.305 0.517 0.500 

Llama-3.3-
70B 

Hellenic (el) 100 0.302 0.444 0.432 

Llama-3.3-
70B 

Anglophone 
(en) 

100 0.299 0.477 0.479 

Meltemi-7B Hellenic (el) 100 0.001 0.012 0.007 

Meltemi-7B Anglophone 
(en) 

100 0.008 0.036 0.033 

Source: Computed by the Tier 1 Evaluator (§4.12) over the 600 eurlex_corpus_v1 records, 
partitioned by the instruction-language track defined in §3.7.3. 
Figure 5.1 renders the Table 5.2 figures graphically, making the Corpus A / Corpus B 
divergence discussed above immediately visible for all three models. 

 
Figure 5.1: Tier 1 lexical-overlap scores (BLEU-4, ROUGE-L F-measure, token-level F1) by 

model, split by source corpus. 
Source: Author's own computation from the eurlex_corpus_v1 Tier 1 output (§4.12); see 
Table 5.2. 

5.3 Tier 2 Results: The Semantic Tracing Audit 

5.3.1 Methodological Note: Manual Expert Audit for This Run 

Regarding the eurlex_corpus_v1 run, the Tier 2 scores discussed in this section were 
determined by way of a manual expert audit as opposed to an automatic LLM-judge call as 
detailed in Section 4.11. In particular, run_tier2.py orchestration of the retry-convergence 
loop with respect to the Claude Sonnet 4.6 judge was not utilized. This methodology is 
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intentionally chosen for this run, but is not in any way a restriction of the pipeline, which 
supports the latter approach fully, and is configurable to conduct such a run on any other 
corpus as well. Instead, the SemanticTracingAudit rubric of Section 4.11—with its six-
parameter, evidence-backed, chain-of-thought first design—was applied directly to all 600 
cases generated: each source fragment, each model generation, and each corresponding 
gold reference was carefully read in their entirety, and scored on the rubric using the very 
same justification fields (evidence_quote, reasoning) that the automation process requires 
from the judge's perspective. Applying the human interpretation of the rubric directly to 
corpus auditing, as opposed to outsourcing it to the automated evaluation, allowed the 
researcher maximum interpretative control over rubric application in this specific corpus 
analysis, as well as first-person, qualitative insight into the failure modes documented in 
Section 5.3.3—an insight level that a pure automated evaluation pass simply does not have 
by design to offer the evaluator. The scoring process, itself, is identical to that described in 
Section 4.11: it uses exactly the same six parameters, the exact same 1-5 numerical range, 
and the exact same jurisprudential/sociopolitical tier grouping scheme, meaning that the 
figures given below preserve the exact comparability in structure and scale to any future 
automated run evaluation. 
The figures given in this section are the unweighted arithmetic means of the six 
SemanticTracingAudit parameters, provided merely for descriptive purposes. They should 
not be confused with the composite benchmark score S_composite formally defined in 
Section 3.10, which, in addition to the six parameters, includes the weights of architectural 
tiers (w_legal, w_socio) along with the correlation terms calculated from Tier 1 and Phase 4b 
human-validation data; the entire mathematical composition process, along with the Phase 
4b human validation of the Tier 2 judge (Section 3.11), is covered elsewhere. 

5.3.2 Six-Parameter Results by Model 

The breakdown for each model according to the six parameters in SemanticTracingAudit is 
illustrated by Table 5.4 and Table 5.5. The analysis covers the entire 200 documents in the 
eurlex_corpus_v1 corpus and has been grouped into tiers depending on the parameters 
discussed in §3.4.1 and §3.4.2 respectively. 
 
 
Table 5.4: Tier 2 Jurisprudential-Tier Parameters by Model (n = 200 each, 1–5 Scale) 

Model Factual 
Grounding 

Semantic 
Integrity & 
Deontic Logic 

Jurisdictional 
Isomorphism 

Jurisprudential 
Tier Avg 

gpt-4o 4.26 4.16 4.22 4.21 
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Llama-3.3-70B 4.02 4.03 4.03 4.02 

Meltemi-7B 1.26 1.26 1.28 1.26 

Source: Manual Tier 2 expert audit (§5.3.1) of the eurlex_corpus_v1 run against the 
SemanticTracingAudit rubric (§4.11). 
 
Table 5.5: Tier 2 Sociopolitical-Tier Parameters and Unweighted Mean by Model (n = 200 
each, 1–5 Scale) 

Model Algorithmic 
Neutrality 

Linguistic 
Accessibility 

Transparency 
of Legal 
Reasoning 

Sociopolitical 
Tier Avg 

Unweighted 
Six-
Parameter 
Mean 

gpt-4o 4.27 4.72 3.54 4.18 4.19 

Llama-3.3-
70B 

4.19 4.10 3.44 3.91 3.97 

Meltemi-7B 1.39 1.13 1.18 1.23 1.25 

Source: Manual Tier 2 expert audit (§5.3.1) of the eurlex_corpus_v1 run against the 
SemanticTracingAudit rubric (§4.11). 
 
While both GPT-4o and Llama-3.3-70B show themselves as decent performers in the good-
to-excellent range (§4.11) when assessed in terms of all six criteria, GPT-4o is better at five 
out of six of them, and the closest the models come together is in terms of Factual Grounding 
and Semantic Integrity and Deontic Logic—those criteria that are most directly connected 
with the extractable and verifiable information from the source text. The lowest rating 
received by both good models is Transparency of Legal Reasoning (GPT-4o = 3.54; Llama-
3.3-70B = 3.44); these are the only criteria where both models have a mean rating of less than 
4.0. Thus, both models are more reliable at generating correct outputs rather than making 
the process of legal or rhetorical reasoning explicit and auditable. The main advantage of 
GPT-4o over Llama-3.3-70B is its higher score in Linguistic Accessibility (4.72 vs. 4.10), 
corresponding to register-appropriateness expectations stated in §3.7.2. Meltemi-7B is 
unable to provide any competitive results for any of the six criteria, having 1.25 mean score 
against the scale bottom of 1—the phenomenon discussed in §5.3.3. 
Table 5.6 disaggregates the unweighted composite by source corpus and by instruction-
language track. 
 
Table 5.6: Tier 2 Unweighted Composite Score by Model, Corpus, and Instruction-Language 
Track 
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Model Corpus A Corpus B Hellenic 
Track 

Anglophone 
Track 

Overall 

gpt-4o 4.79 3.59 4.21 4.18 4.19 

Llama-3.3-
70B 

4.68 3.25 3.81 4.12 3.97 

Meltemi-7B 1.05 1.44 1.21 1.29 1.25 

Source: Manual Tier 2 expert audit (§5.3.1) of the eurlex_corpus_v1 run against the 
SemanticTracingAudit rubric (§4.11). 
 
The Corpus A/Corpus B distinction made at the semantic level with respect to the two 
capable models is precisely the opposite of the distinction made at the lexical level in §5.2. 
gpt-4o and Llama-3.3-70B both score significantly higher on Corpus A than on Corpus B 
when assessed using Tier 2 (4.79 vs. 3.59, and 4.68 vs. 3.25, respectively). Corpus B 
continues to be the more difficult problem for the two models to solve; yet, each attains a 
good composite score in the range of 3.25-3.59 out of 5 on Corpus B, despite Tier 1 BLEU-4 
scores on this task and identical performance records of only 0.01-0.02 (Table 5.2). The 
lexical-overlap-only evaluation of Corpus B would describe the two sets of outputs as near-
total failures; the Tier 2 evaluation audit, by contrast, describes them as competent and 
semantically faithful paraphrases or summaries. This discrepancy constitutes concrete 
empirical evidence in support of the crisis in evaluation described in §1.3.1: an evaluation 
methodology limited to lexical overlap would systematically misrepresent model 
performance in the summarization task by penalizing correct behavior. Instruction-language 
has only a modest impact for gpt-4o (4.21 Hellenic vs. 4.18 Anglophone) and a greater 
impact for Llama-3.3-70B (3.81 vs. 4.12)—a difference of about 0.3 points, favoring the 
Anglophone track, and the largest individual difference for which Llama-3.3-70B shows a 
variance exceeding that of Meltemi-7B’s language track difference (1.21 vs. 1.29). 
 
Figure 5.2 is a radar chart of the six-parameter profiles shown in Tables 5.4 and 5.5. 
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Figure 5.2: Tier 2 SemanticTracingAudit six-parameter profile by model (1–5 scale). 

Source: Manual Tier 2 expert audit (§5.3.1) of the eurlex_corpus_v1 run; see Table 5.4 and 
Table 5.5. 

5.3.3 Meltemi-7B Failure Analysis: Complete Task Failure and Failure Taxonomy 

The poor composite score achieved by Meltemi-7B can be largely explained by the total 
failure in performing the task and not by any qualitative gradation errors. A record is 
considered a failure if all six SemanticTracingAudit criteria attain their lowest possible value 
(score = 1). A wrong-language-only failure occurs if the result is substantial but expressed in 
the wrong language according to the record’s instruction track. Table 5.7 shows the relevant 
frequencies for all three models. 
Table 5.7: Complete-Failure and Wrong-Language-Only Rates by Model (n = 200 each) 

Model Complete Failures, n (%) Wrong-Language-Only, n 
(%) 

gpt-4o 0 (0.0%) 0 (0.0%) 

Llama-3.3-70B 0 (0.0%) 35 (17.5%) 
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Meltemi-7B 162 (81.0%) 29 (14.5%) 

Source: Manual Tier 2 expert audit (§5.3.1) of the eurlex_corpus_v1 run against the 
SemanticTracingAudit rubric (§4.11). 
For the 200 records analyzed, GPT-4o was successful in not producing any failures and 
generating outputs that were in the appropriate language. Likewise, Llama-3.3-70B did not 
fail in any of the 200 records and produced outputs in the wrong target language in 35 (17.5%) 
records. These outputs were assessed in their substance and provided valid but 
inappropriate responses based on the record’s required language. On the other hand, 
Meltemi-7B failed in 162 of the 200 records (81.0%) and generated outputs in the wrong 
language in 29 more records (14.5%). 

 
Figure 5.3: Per-model outcome breakdown — correct/correct-language, wrong-language-

only, and complete-failure records, as a share of all 200 eurlex_corpus_v1 records per 
model. 

Source: Manual Tier 2 expert audit (§5.3.1) of the eurlex_corpus_v1 run; see Table 5.7. 
As seen in Figure 5.3, the distribution of results for gpt-4o includes one single bar of uniform 
height; the output of Llama-3.3-70B shows failure that only occurs in the “wrong-language-
only” category; and Meltemi-7B turns out to be the only model for which the complete failure 
is the most common result. 
In the course of manual auditing (§5.3.1), 162 instances of complete failures found during 
the run have been classified into three modes of failure, shown in Table 5.8. The most 
prevalent mode, significantly more common than the others, is the model generating a meta 
question, disclaimer, or some other irrelevant text instead of completing the given task of 
translation or summary (149 out of 162 instances, or 92.0% of complete failures)—in 
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essence, the model saw the instruction as a prompt worth commenting on rather than 
something that should be carried out. The second mode (only four instances, or 2.5% of 
complete failures) includes instances where the model produces verbatim reproduction of 
the source text, presenting it as a translation. The rest nine instances (or 5.6% of total 
complete failures) involve other types of degenerate outputs not fitting into the two 
described categories. The large number of complete failures in a very specific mode of failure 
indicates a problem with instruction-following for this model and parameter setting in 
particular. 
Table 5.8: Meltemi-7B Complete-Failure Taxonomy (n = 162) 

Failure Mode n % of Complete Failures 

Meta-question / boilerplate 
/ off-task generation 

149 92.0% 

Verbatim source 
reproduction (presented as 
translation) 

4 2.5% 

Other degenerate failure 9 5.6% 

Total 162 100.0% 

Source: Manual classification performed as part of the Tier 2 audit (§5.3.1) of the 162 records 
from eurlex_corpus_v1 where Meltemi-7B received a score of 1 on all SemanticTracingAudit 
parameters. 

5.4 Phase 4b Results: Human-in-the-Loop Validation (Inter-Rater Reliability) 

3.11 outlines Phase 4b as a safeguard built into the architecture that addresses a 
vulnerability that is inherent in any LLM-as-a-Judge system: the semantic authority of Tier 2 
depends on the integrity of the evaluating judge. To validate this experimentally, two different 
human judges rated a stratified sample of twenty cases – about ten percent of the six 
hundred generated by eurlex_corpus_v1 – judged for the three most significant criteria: 
Factual Grounding, Semantic Integrity, Deontic Logic, and Linguistic Accessibility. The 
degree of inter-rater reliability was measured using two different metrics: Cohen’s kappa, 
which measures categorical agreement after adjusting for chance, and Pearson’s r, a 
correlation metric on the score trend. 
Table 5.9: Inter-Rater Reliability Results by Parameter (E1 vs. E2, n = 20) 

Parameter n Pearson r Cohen's κ Verdict 

Factual 
Grounding 

20 0.987 0.844 Substantial 
agreement 
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Semantic 
Integrity & 
Deontic Logic 

20 0.942 0.385 Weak/no 
agreement (see 
discussion) 

Linguistic 
Accessibility 

20 0.978 0.745 Substantial 
agreement 

Source: Phase 4b human-in-the-loop validation study (§3.11), computed over the stratified 
n = 20 sample drawn from eurlex_corpus_v1. 
 
Under the substantial agreement criterion set out in §3.11 (κ > 0.6), two out of three audited 
criteria surpass the threshold decisively: Factual Grounding (κ = 0.844) and Linguistic 
Accessibility (κ = 0.745). They imply that an independent human rater, who evaluates the text 
solely through reading the source text and the model output without knowledge of the actual 
model identity, would reach the very same conclusion as the Tier 2 judge. This is the key 
empirical thesis which Phase 4b aims to confirm: the Tier 2 rubric does not simply replicate 
the peculiarities of the judge model but reflects the assessment which can be generalized to 
human legal judgment independently. 
 
The third criterion, Semantic Integrity and Deontic Logic, provides complications without 
negating the thesis. Its Pearson correlation (r = 0.942) represents the highest agreement 
directionality among the three criteria – human and LLM raters are moving in virtually the 
same direction. At the same time, its Cohen’s κ (κ = 0.385) fails even to meet the moderate-
agreement threshold. The discrepancy between almost perfect r and moderate κ is a known 
statistical phenomenon rather than a sign of judge unreliability: it emerges when ratings are 
concentrated in a narrow high-score range. Indeed, in this axis, two capable models prevail 
in the qualifying set and rarely make mistakes in deontic modality, so both raters tend to 
assign the score of 4 or 5 most often. With a marginal distribution skewed to the high side, 
the random agreement effect in Cohen’s κ increases significantly, bringing down the possible 
κ range even if the real agreement measured through r is high. This is a well-known drawback 
of the kappa statistic (Feinstein & Cicchetti, 1990) rather than a peculiarity of this rubric and 
judge. 
 
Figure 5.4: Pearson r and Cohen’s κ by parameter, compared with the substantial-agreement 
threshold (κ = 0.6). 
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Source: Phase 4b human-in-the-loop validation study (§3.11); see Table 5.9. 
Overall, the findings of Phase 4b provide strong evidence that the Tier 2 judge can act as a 
reliable surrogate to human legal expert opinion regarding the audit of all but one of the three 
dimensions in question, with the caveat on the latter dimension being clearly understood in 
statistical terms and not because of any lack of substance in the matter. Such evidence 
allows us to interpret the findings from the Tier 2 results in §5.3 and the composite score in 
§5.5 with greater confidence as being similar to those reached by a human legal reviewer. 

5.5 Synthesized Results: The Composite Benchmark Score (S_composite) 

The previous sections dealt with Tier 1, Tier 2, and Phase 4b in isolation from each other. 
Section 3.10 provides a composite value, S_composite, that officially combines the two 
tiers, Jurisprudential and Sociopolitical, in a per-record measure. The composite measure is 
0.65-weighted in legal correctness and 0.35-weighted in sociopolitical accessibility, as 
outlined in §3.10.2. Table 5.10 summarizes the S_composite for all six hundred records of 
the eurlex_corpus_v1 dataset. 
Table 5.10: Synthesized S_composite Results, eurlex_corpus_v1 (n = 600) 

Breakdown S_composite 

Overall mean (all 600 records) 0.595 

Corpus A mean 0.687 

Corpus B mean 0.504 

gpt-4o 0.838 

Llama-3.3-70B 0.780 

Meltemi-7B 0.168 

Source: Phase 5 integration and synthesis (§3.10) over the complete eurlex_corpus_v1 run. 
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Three points stand out as noteworthy. Firstly, the ordering of S_composite, with GPT-4o 
leading Llama-3.3-70B which substantially outperforms Meltemi-7B, is determined largely 
by the Tier 2 portion. As shown in Section 5.2, the Tier 1 measure is unable to differentiate 
GPT-4o from Llama-3.3-70B reliably, and actually gives Meltemi-7B some positive lexical 
score which its Tier 2 failure-mode analysis (Section 5.3.3) reveals it did not really deserve. 
Secondly, the Corpus A/Corpus B distinction (0.687 versus 0.504) further underscores the 
more difficult evaluation task of the Sociopolitical, summarization-oriented corpus, despite 
the fact that both tiers have been reconciled. This is in keeping with the Tier 2 result that the 
two competent models score less on Corpus B than on Corpus A, and the finding that the 
0.65/0.35 weighting system (Section 3.10.2), although reducing the effect of the Fluency 
Illusion, does not fully address the intrinsic difficulty disparity between legal translation and 
political summarization. Thirdly, the performance gap between GPT-4o and Llama-3.3-70B 
(0.838 versus 0.780) is genuine yet not large, but the gap between these and Meltemi-7B 
(0.168) is significant; about five times smaller than the corresponding gap with either of the 
other two models. 

 
Source: Phase 5 integration and synthesis (§3.10); see Table 5.10. 

5.6 Chapter Synthesis and Transition to Chapter 6 

Together, the results of the Tiers 1 and 2 described in this chapter confirm the key 
methodological claim made in §1.3.1 and §3.4: the evaluation framework based on lexical 
overlap alone would have resulted in a systematic distortion of assessments of the quality 
of the model on eurlex_corpus_v1, underestimating the real paraphrasing ability of the two 
good models, whereas being unable to detect Meltemi-7B’s distinct failure to follow 
instructions. Other elements of the evaluation framework are Phase 4b validation of the Tier 
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2 judge by a human (§3.11) and the mathematical aggregation of the Tier 1, Tier 2, and 
human-validation results into a composite benchmark score (§3.10). 
In this chapter, the results are presented as an integrated argument, not as four separate 
sets of results. If one was dependent exclusively on Tier 1 (§5.2), it would have been a 
systematic distortion of the quality level of the two high-performing models on Corpus B, 
and it would have been unable to differentiate between the task failure of Meltemi-7B and 
the poor-quality output. It was Tier 2 (§5.3), which made evident the semantic signal that 
could not be seen in Tier 1, whose reliability as a proxy for human judgment was also 
established independently. Namely, out of the three audited dimensions, two were 
confirmed by the human validation study conducted in Phase 4b (§5.4). The next step was 
creating the synthesized composite score (§5.5), thus integrating the results in a single 
ranking. The next chapter discusses each of the four research questions (§1.3) based on the 
presented evidence. 

Chapter 6: Conclusions and Future Work 
6.1 Summary of Findings 

It all started with the following simple observation: even though large language models are 
currently deployed for Hellenic legal and political texts, the metrics developed to measure 
their outputs were adopted from machine translation without any consideration for the need 
to determine if a legal obligation has been reversed, a citation invented, or a foreign legal 
doctrine secretly introduced in place of the domestic one. This thesis argues in its first three 
chapters that the Evaluation Crisis (§1.3.1) is an inherent structural feature of lexical-overlap 
metrics, and proposes a three-layered hybrid architecture with a fast lexical baseline (Tier 
1), a rubric-driven semantic audit (Tier 2), and a human-based reliability check of the latter 
(Phase 4b) all incorporated into one weighted composite score (S_composite). Chapter 4 
formalizes the architecture in an LLMOps pipeline, and chapter 5 applies the pipeline to a 
real-world empirical dataset eurlex_corpus_v1 with six hundred records for three models 
with notably different scales and origins. 
However, the findings in Chapter 5 go beyond the illustration of the Evaluation Crisis. In 
particular, on Corpus B, the two capable models lost most of their score from Corpus A (§5.2) 
while their semantic quality, as measured by Tier 2, dropped by no more than a fourth (§5.3) 
— a disparity of the exact type that would be missed by the purely lexical pipeline. Meltemi-
7B showed a complete breakdown (§5.3.3): not the decline in quality that is under-measured 
by Tier 1, but the failure in instruction-following hidden behind non-zero lexical scores. In 
addition, the Tier 2 evaluation that produced those verdicts was itself independently 
validated in Phase 4b (§5.4). Finally, section 6.2 takes a fresh look at the four research 
questions stated in §1.3 based on the empirical results. 
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Apart from theoretical implications, the findings have a concrete practical importance. Legal 
and administrative texts are far from a neutral benchmarking domain, as a mistranslation of 
an obligation in EUR-Lex directive or a summary of parliamentary debates that silently 
eliminates one of the opposing positions can have significant effects on whoever depends 
on the accuracy of the text. Procurement process, compliance team, or governmental body 
evaluating the readiness of an LLM for legal-adjacent use cases should not rely on Tier 1 
metrics alone. As shown here, in the case of Corpus B, that would result in the certification 
of two actually capable models as failed, and partial recognition of the model undeserved of 
such treatment. 

6.2 Answering the Research Questions 

6.2.1 RQ1 — The Quantitative Baseline 

Research Question 1 (RQ1) seeks to determine the degree to which Tier 1 metrics – F1, BLEU, 
and ROUGE – capture true linguistic competence in the context of legal-political text. 
Findings from eurlex_corpus_v1 clearly point to a no answer for any task that rewards 
paraphrasing. On Corpus A, where the translation task was highly constrained with respect 
to the gold reference, Tier 1 scores of the two competent models were high and informative 
(BLEU-4 ≈ 0.59, F1 ≈ 0.79). On Corpus B, where abstractive summarization is done, the two 
models produced BLEU-4 scores of 0.01-0.02, a shrinkage that, taken alone, might indicate 
complete failure. Tier 2 metrics show that such a conclusion is misguided since the two 
models achieved a composite semantic score of 3.25-3.59 out of 5 for the very same 
examples. In other words, Tier 1 metrics can be taken as a proxy of quality only if the task 
ensures strong convergence of output and reference strings; otherwise, Tier 1 metrics do not 
measure competence but coincidence. 

6.2.2 RQ2 — The Qualitative Filter 

Research Question 2 (RQ2) explores whether specific socio-legal indicators are able to 
uncover flaws that are overlooked by lexical metrics. Sections 5.3 and 5.3.3 confirm the 
hypothesis from both angles. In relation to false negatives, the six-parameter rubric 
uncovered genuine quality within Corpus B that was incorrectly marked as such by Tier 1. In 
relation to false positives, the fine granularity of the rubric uncovered a flaw deliberately 
ignored by Tier 1: the non-zero BLEU, ROUGE, and F1 of Meltemi-7B, although minimal, show 
that the model was trying. The complete-failure condition of the SemanticTracingAudit 
rubric (Section 5.3.3)—when all six parameters rate at the rubric floor value—exposed that 
81% of its outputs were not degraded attempts at translation or summarization but off-topic 
commentary. This cannot be caught by any lexical-overlap metric no matter how calibrated, 
since it relates to intentionality. 
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6.2.3 RQ3 — Algorithmic Comparison 

Research Question 3 (RQ3) aims at determining where and why the difference between 
objective and subjective evaluation scores comes from. As mentioned above, the 
Disjunction Δ (Section 3.10.3) represents this difference in terms of each record, and the 
overall pattern is clear – the divergence is the highest in Corpus B, where the summarization 
task creates a structural separation between lexical similarity and semantic adequacy, and 
the lowest in Corpus A, where the translation preserves an approximate correlation between 
the two. In addition, there is another divergence that can be identified within the subjective 
evaluation component – Phase 4b shows that the reliability of the Tier 2 evaluator in terms 
of independent human ratings is inconsistent across different evaluation parameters. 
Among the three audited parameters, two have crossed the substantial-agreement 
threshold on their own; the third one, Semantic Integrity and Deontic Logic, managed to do 
it when the kappa-paradox effect (see Section 5.4) is considered. 
Therefore, the answer to RQ3 consists of two aspects: objective and subjective scores are 
systematically different depending on the type of the task, and the Tier 2 evaluator has an 
auditoriable yet, at this moment, reasonable inconsistency which will not become obvious 
in the purely objective system. 

6.2.4 RQ4 — Comprehensive Benchmarking 

Research Question 4 (RQ4) explores the optimal Multimodal Large Language Model (MLLM) 
architecture using the unified composite score. As per S_composite in Section 5.5, the 
ranking is unambiguous: GPT-4o (0.838) is better than Llama-3.3-70B (0.780), while both of 
them vastly outperform Meltemi-7B (0.168). But what is more interesting, however, is not just 
the order in which they do that but also the size of the differences involved. There is a clear 
difference between the scores of the commercial closed-weights model and open-weights 
generalist model; it shows that, for a seventy-billion parameter scale, a general-purpose 
pretraining leaves little to be desired in comparison with the frontier proprietary model when 
it comes to such tasks. At the same time, the difference between the localized seven-billion 
parameter sovereign model is definitive rather than gradual and, just like with RQ2, is caused 
mostly by the inability to understand instructions rather than gradual decrease in quality. 
Therefore, the architecture that is optimal according to this benchmark is neither the biggest 
one nor the one trained on the target language natively. Rather, in the present research, the 
combination of scale and maturity of general-purpose instruction-tuning prevails as a 
predictor of usable legal-domain output. 

6.3 Contributions of the Thesis 

Contributions of this thesis extend far beyond the empirical results. Firstly, it shows rather 
than states that overlap-based metrics systematically distort model quality about legitimate 
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paraphrasing legal and political tasks. The theory underlying this statement has been 
previously described in the literature (§2.4.2) (Qin et al., 2025; Bajčić & Golenko, 2024). 
However, this thesis proves the claim empirically in relation to Hellenic-language data. 
Secondly, it operationalizes an end-to-end hybrid evaluation framework including: the multi-
dimensional rubric with six parameters grounded on empirical evidence (§3.4); blind 
evaluation procedure involving a qualified judge with validated schema (§3.9, §4.11); and 
human reliability verification of the judge itself (§3.11)—not just as a theoretical 
methodology but also as open-source software implementation (Chapter 4). Thirdly, it 
develops Disjunction Δ and the weighted formula S_composite (§3.10) as a realizable 
approach to integrating objective and subjective evaluations into one comparable score 
using motivated reasoning behind the weighting of legal correctness over sociopolitical 
accessibility (§3.10.2), not equating the two categories by default. Fourthly, it presents a 
concrete taxonomy of sovereign-model failure (§5.3.3)—meta-question generation, 
boilerplate refusal, verbatim source reproduction—thus taking the discussion of the 
phenomenon of small model failure from the level of general assumptions to falsifiable 
patterns. 

6.4 Limitations 

The findings can only be generalized to a limited degree due to several limitations. The 
empirical experiment detailed in Chapter 5 is one run (eurlex_corpus_v1) with a set of 
deterministic inference settings; no repetition runs or significance tests (bootstrap sampling 
among records) were conducted to define a confidence interval for the difference between 
GPT-4o and Llama-3.3-70B. Thus, the exact comparison has a heuristic character but lacks 
statistical evidence. In this particular run, the Tier 2 scoring was performed as an expert 
review rather than via the automated pipeline of Claude Sonnet 4.6 judge mentioned in §3.9 
and §4.11—a deliberate choice of methodology (§5.3.1) to retain the interpretive freedom 
during the experiment but meaning that a complete and automated Tier 2 pipeline was not 
used in this research project. Phase 4b confirmed only three out of six rubric parameters on 
a stratified sample of twenty records; three other parameters—Jurisdictional Isomorphism, 
Algorithmic Neutrality, and Transparency of Legal Reasoning—are to be independently 
confirmed through human validation. Only one sovereign small-scale language model was 
used; although the taxonomy of failure cases described in §5.3.3 is systematic, it is specific 
for Meltemi-7B and cannot be taken as a generalizing statement about either small-scale 
models or Greek-native models. Moreover, the two corpora cover only EU statutory 
translation and parliamentarian summarization; contract law, case law analysis, or citizen 
administration correspondence are not considered. 
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6.5 Future Work 

6.5.1 Multilingual Expansion: From a Bilingual to a Pan-European Framework 

At present, the Cross-Lingual Control Matrix (Section 3.7.3) is limited to considering just one 
independent variable: Hellenic vs. Anglophone instruction within a corpus that has an 
entirely consistent source language of Greek. The next logical progression of this work is 
expanding the cross-lingual matrix from a pair to a set of languages, wherein the same 
Corpus A and Corpus B source texts are translated into the other official languages of the 
European Union and tested against the entire Tier 1 / Tier 2 / Phase 4b procedure. English is 
clearly the obvious first language, on account of two considerations: English is already 
established as the control track of this framework, and English also contains the largest 
store of gold-standard translations of EU legal documents. Every instrument is available in 
every official language on EUR-Lex, which will greatly alleviate the reference collection 
problem addressed in Section 3.7.1 in testing additional languages. A second wave of 
translations involving French, German, Spanish, and Italian, which comprise the Union’s 
other major working languages, could then determine if the tokenization disparity 
phenomenon (Qin et al., 2025) and illusion of equivalence (Bajčić & Golenko, 2024), 
discussed in Sections 2.3 and 2.4.2, respectively, are a general feature of the disparity 
between a language’s resourcing and legal system tradition, or a uniquely Hellenic one. A 
complete rollout through all of the official EU languages is the ultimate destination point; 
however, this raises a methodological problem, which the design of this thesis has yet to 
resolve: whether there is the same degree of dispositional variation across all languages as 
in the limited sample in Sections 2.4.2 for the purposes of testing the Phase 4b validation 
protocol (Section 3.11). 

6.5.2 Regulatory Alignment: Incorporating the EU AI Act's Framework for Legal and 
Conversational AI Systems 

The alternative, complementary approach would be aimed at further extending the 
evaluation pointers taxonomy (§3.2, §3.4) rather than addressing issues of corpus or 
language coverage. The EU Artificial Intelligence Act (Regulation (EU) 2024/1689; European 
Parliament and Council of the European Union, 2024) categorizes AI systems according to 
their risk tier, placing those meant for use in administration of justice and democratic 
processes (as represented by the corpus domains for the thesis Corpus A and Corpus B) into 
the category of high risk systems, thereby imposing upon such systems obligations to 
provide for human oversight, transparency, robustness, and non-discrimination. Moreover, 
according to Article 50 of the act, a requirement to ensure transparency applies to the AI 
systems interacting directly with natural persons (such as conversational chatbots providing 
legal assistance), requiring that a user is provided notice of being in contact with an AI 
system rather than a human official. 
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The evaluation pointers framework already built into the thesis (albeit not explicitly designed 
for this purpose) partially covers this regulatory structure: the Transparency of Legal 
Reasoning pointer (§3.2.2) and the evidence-anchored, chain-of-thought-first 
SemanticTracingAudit schema (§3.9.3, §4.11) prefigure the requirements concerning human 
oversight and explanation. Rubric requiring evidence citation and reasoning trace for every 
score is, by its very nature, transparent in the way stipulated by Article 50 of the Act and the 
requirements imposed on high-risk systems. Future research could make this relationship 
systematic by adding a new pointer category of Regulatory Compliance Pointers alongside 
the existing two (Jurisprudential and Sociopolitical). This category would, at minimum, 
cover: AI-disclosure transparency (whether the outputs indicate their AI-generated status in 
accordance with the Act); human-oversight traceability (whether a human reviewer can 
reconstitute and, if necessary, override the AI model’s reasoning based on the output alone); 
and robustness to adversarial and out-of-distribution inputs (operationalized directly 
through the failure mode taxonomy created earlier, in §5.3.3). Thus, the current post-hoc 
observation regarding one particular model would be transformed into a proactive pre-
deployment stress test that would apply to any candidate model before it is considered for 
deployment in a legal/administrative capacity within the European Union. Incorporating the 
Algorithmic Neutrality pointer (§3.2.2) into the Act’s requirements of non-discrimination (in 
line with the above approach) would complete the relationship between the thesis’ socio-
legal rubric and the Act’s substance of the high-risk obligations. 

6.6 Closing Remarks 

This thesis starts off with a statement that sounds, at first blush, rather obvious and needs 
no more than six chapters worth of explanation to support the notion that the measurement 
of how much of an agreement an LLM output has with a reference string is not the same thing 
as checking whether that output can be considered trustworthy from a perspective of legal 
obligation, citation or understanding a parliamentary debate by the citizens. What the 
eurlex_corpus_v1 study did was not only prove the theory behind this assertion; it pinpointed 
the exact area where the two notions of quality differed, measured how wide the gap 
between them was, checked its own opinion against independent human assessors and 
produced a single number score as a result. Hellenic legal and political documents have 
been used for the empirical examination of this thesis because this is the area where the gap 
is widest and the stakes of misassessing it are not as theoretical. The two paths pointed out 
in §6.5 — namely, broadening the linguistic domain and achieving greater agreement with 
EU regulations on this kind of systems — are suggested to follow next. 
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